


Preface

Natural language processing (NLP), which aims to enable computers to process
human languages intelligently, is an important inter-discipline field crossing artifi-
cial intelligence, computing science, cognitive science, information processing, and
linguistics. Concerned with interactions between computers and human languages,
NLP applications such as speech recognition, dialog systems, information retrieval,
question answering, and machine translation have started to reshape the way people
identify, obtain, and make use of information.

The development of NLP can be described in terms of three major waves: ra-
tionalism, empiricism, and deep learning. In the first wave, rationalist approaches
advocated the design of hand-crafted rules to incorporate knowledge into NLP sys-
tems based on the assumption that knowledge of language in the human mind is
fixed in advance by generic inheritance. In the second wave, empirical approaches
assume that rich sensory input and the observable language data in surface form are
required and sufficient to enable the mind to learn the detailed structure of natural
language. As a result, probabilistic models were developed to discover the regu-
larities of languages from large corpora. In the third wave, deep learning exploits
hierarchical models of non-linear processing, inspired by biological neural systems
to learn intrinsic representations from language data, in ways that aim to simulate
human cognitive abilities.

The intersection of deep learning and natural language processing has resulted in
striking successes in practical tasks. Speech recognition is the first industrial NLP
application that deep learning has strongly impacted. With the availability of large-
scale training data, deep neural networks achieved dramatically lower recognition
errors than the traditional empirical approaches. Another prominent successful ap-
plication of deep learning in NLP is machine translation. End-to-end neural ma-
chine translation that models the mapping between human languages using neural
networks has proven to improve translation quality substantially. Therefore, neural
machine translation has quickly become the new de facto technology in major com-
mercial online translation services: Google, Microsoft, Facebook, Baidu, and more.
Many other areas of NLP, including language understanding and dialogue, lexical
analysis and parsing, knowledge graph, information retrieval, question answering
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from text, social computing, language generation, and text sentiment analysis, have
also seen much significant progress using deep learning, riding on the third wave
of NLP. Nowadays, deep learning is a dominating method applied to practically all
NLP tasks.

The main goal of this book is to provide a comprehensive survey on the re-
cent advances in deep learning applied to NLP. The book presents state-of-the-art
of NLP-centric deep learning research, and focuses on the role of deep learning
played in major NLP applications including spoken language understanding, di-
alogue systems, lexical analysis, parsing, knowledge graph, machine translation,
question answering, sentiment analysis, social computing, and natural language gen-
eration (from images). This book is suitable for readers with a technical background
in computation, including graduate students, post-doctoral researchers, educators,
and industrial researchers and anyone interested in getting up to speed with the lat-
est techniques of deep learning associated with NLP.

The book is organized into eleven chapters as follows:

• Chapter 1: A Joint Introduction to Natural Language Processing and to Deep
Learning (Li Deng and Yang Liu)

• Chapter 2: Deep Learning in Conversational Language Understanding (Gokhan
Tur, Asli Celikyilmaz, Xiaodong He, Dilek Hakkani-Tür, and Li Deng)

• Chapter 3: Deep Learning in Spoken and Text-based Dialogue Systems (Asli
Celikyilmaz, Li Deng, and Dilek Hakkani-Tür)

• Chapter 4: Deep Learning in Lexical Analysis and Parsing (Wanxiang Che and
Yue Zhang)

• Chapter 5: Deep Learning in Knowledge Graph (Zhiyuan Liu and Xianpei Han)
• Chapter 6: Deep Learning in Machine Translation (Yang Liu and Jiajun Zhang)
• Chapter 7: Deep Learning in Question Answering (Kang Liu and Yansong Feng)
• Chapter 8: Deep Learning in Sentiment Analysis (Duyu Tang and Meishan

Zhang)
• Chapter 9: Deep Learning in Social Computing (Xin Zhao and Chenliang Li)
• Chapter 10: Deep Learning in Natural Language Generation from Images (Xi-

aodong He and Li Deng)
• Chapter 11: Epilogue (Li Deng and Yang Liu)

Chapter 1 first reviews the basics of NLP as well as the main scope of NLP cov-
ered in the following chapters of the book, and then goes in some depth into the
historical development of NLP summarized as three waves and future directions.
Then, an in-depth survey on the recent advances in deep learning applied to NLP is
organized into nine separate chapters, each covering a largely independent applica-
tion area of NLP. The main body of each chapter is written by leading researchers
and experts actively working in the respective field.

The origin of this book was the set of comprehensive tutorials given at the 15th
China National Conference on Computational Linguistics (CCL 2016) held in Oc-
tober 2016 in Yantai, Shandong, China, where both of us, editors of this book, were
active participants and were taking leading roles. We thank our Springer’s senior
editor, Dr. Celine Lanlan Chang, who kindly invited us to create this book and who
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has been providing much of timely assistance needed to complete this book. We
are grateful also to Springer’s Assistant Editor, Jane Li, for offering invaluable help
through various stages of manuscript preparation.

We thank all authors of Chapters 2-10 who devoted their valuable time care-
fully preparing the content of their chapters: Gokhan Tur, Asli Celikyilmaz, Dilek
Hakkani-Tur, Wanxiang Che, Yue Zhang, Xianpei Han, Zhiyuan Liu, Jiajun Zhang,
Kang Liu, Yansong Feng, Duyu Tang, Meishan Zhang, Xin Zhao, Chenliang Li,
and Xiaodong He. The authors of Chapters 4-9 are CCL 2016 tutorial speakers.
They spent a considerable amount of time in updating their tutorial material with
the latest advances in the field since October 2016.

Further, we thank numerous reviewers and readers, Sadaoki Furui, Andrew Ng,
Fred Juang, Ken Church, Haifeng Wang, Hongjiang Zhang, who not only gave us
much needed encouragements but also offered many constructive comments which
substantially improved earlier drafts of the book.

Finally, we give our appreciations to our organizations, Microsoft Research and
Citadel (for Li Deng) and Tsinghua University (for Yang Liu), who provided excel-
lent environments, supports, and encouragements that have been instrumental for us
to complete this book.

Li Deng, Seattle, USA
Yang Liu, Beijing, China
October, 2017
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Abstract In the first part of this Epilogue, we summarize the book holistically from
two perspectives. The first, task-centric perspective ties together and categories a
wide range of NLP techniques discussed in book in terms of general machine learn-
ing paradigms. In this way, the majority of sections and chapters of the book can
be naturally clustered into four classes: classification, sequence-based prediction,
higher-order structured prediction, and sequential decision making. The second,
representation-centric perspective distills insight from holistically analyzed book
chapters from cognitive science viewpoints and in terms of two basic types of natu-
ral language representations: symbolic and distributed representations. In the second
part of the Epilogue, we update the most recent progress on deep learning in NLP
(mainly during the later part of 2017 not surveyed in earlier chapters). Based on
our reviews of these rapid recent advances, we then enrich our earlier writing on
the research frontiers of NLP in Chapter 1 by addressing future directions of ex-
ploiting compositionality of natural language for generalization, unsupervised and
reinforcement learning for NLP and their intricate connections, meta-learning for
NLP, and weak-sense and strong-sense interpretability for NLP systems based on
deep learning.

11.1 Introduction

Natural language processing (NLP) is a most important technology in our infor-
mation age, constituting a crucial branch of artificial intelligence via understanding
complex natural language in both spoken and text forms. The history of NLP is
nothing short of fascinating, with three major waves closely paralleling those of
the development of artificial intelligence. The current rising wave of NLP has been
propelled by deep learning over the past few years. As of the time of writing this
epilogue in November of 2017, we see expansions of many deep learning and neu-
ral networks methods presented in this book in multiple directions, with no sign of
slowing down.
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Since we started this book project about one year ago, the NLP field has wit-
nessed significant advances in both methods and applications, many empowered
by deep learning. For example, unsupervised learning methods have very recently
emerged in the literature; e.g. (Lample et al., 2017; Artetxe et al., 2017; Liu et al.,
2017; Radford et al., 2017). In addition, excellent tutorial and survey materials have
been published recently, offering new insight into numerous deep learning methods
and comprehensive state-of-the-art results for NLP; e.g. (Goldberg, 2017; Young
et al., 2017; Couto, 2017; Shoham et al., 2017). These new developments and lit-
erature prompted us to make an excursion to update and enhance what we wrote in
Chapter 1 in the later part of this final chapter of the book. Let us start first with
the main goal of summarizing the entire technical content of the book from novel
perspectives next.

11.2 Two New Perspectives

This book starts with an introduction to the basics of NLP and deep learning, with a
survey of the historical development of NLP characterized as three waves with rep-
resentative research outlined: rationalism, empiricism ((Brown et al., 1993; Church
and Mercer, 1993; Och, 2003), etc.), and the current deep learning wave ((Hinton
et al., 2012; Bahdanau et al., 2015; Deng and Yu, 2014), etc.). We stressed that deep
learning technology for NLP is a paradigmatic shift from the NLP technologies de-
veloped from the previous two waves. The historical survey sets up the context to
outline a select few prominent successes of NLP tasks attributed with no contro-
versy to deep learning (speech recognition and understanding, language modeling,
machine translation, etc.), leading to much more detailed coverages of the applica-
tions of deep learning to ten core areas of NLP.

Each of Chapters 2 to 10 (and part of Chapter 1) is devoted to one of the following
NLP applications dominated by or impacted significantly by deep learning:

• Speech Recognition (part of Chapter 1)
• Spoken Language Understanding (Chapter 2)
• Spoken Dialogue (Chapter 3)
• Lexical Analysis and Parsing (Chapter 4)
• Knowledge Graph (Chapter 5)
• Machine Translation (Chapter 6)
• Question Answering (Chapter 7)
• Sentiment Analysis (Chapter 8)
• Social Computing (Chapter 9)
• Language Generation (Chapter 10)

To provide a summary that distills insight from the above chapters with a com-
mon thread of exploiting deep semantic representations, we review them below from
two novel perspectives that cut across these separate chapters.
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11.2.1 The Task-Centric Perspective

Here we take the perspective based on machine learning paradigms (e.g. (Deng and
Li, 2013)) to analyze and cluster the NLP methods and applications in terms of the
“tasks” covered in the entire book into four major categories.

The first category is classification, the most popular task in supervised machine
learning. Text classification has a long history in NLP, with highly successful appli-
cations including email spam detection and sentiment analysis. Sentiment analysis
(Chapter 8) is covered in detail in the book, where deep learning methods equipped
inherently with the capability of semantic composition of large chucks of texts (e.g.
sentences, paragraphs, and documents) have been shown to produce excellent re-
sults. Two of the three main problems in spoken language understanding (Chapter 2)
— domain detection, intent determination, (and slot filling) — both fall into the cat-
egory of text classification. Further, the current deep learning methods for question
answering and machine comprehension (Chapter 6) can also be regarded as classi-
fication. This is a more sophisticated type of classification problem in that context
information needs to be provided to constrain the complexity of answer classes in
current approaches. As pointed out in Chapter 6, future research will need to relax
such constraints in order to achieve understanding and reasoning from text and then
to solve the question-answering problem in more principled ways.

The second category of NLP tasks is (sequence-based) structured prediction.
This is also called sequential pattern recognition/classification (He et al., 2008), in
contrast to the first category of classification where the output is a single entity with
no sequential structure. Prominent examples of structured prediction in machine
learning have been drawn mostly from NLP applications. We have covered many
of them in this book, including slot filling in conversational language understanding
(Chapter 2), speech recognition (Chapter 1), word segmentation and part-of-speech
tagging in lexical and text analysis (Chapter 4), machine translation (Chapter 6),
natural language generation from images (Chapter 10), and advanced versions of
question answering (Chapter 7). Note a popular NLP application, document or text
summarization, is also well suited to sequence-to-sequence learning and prediction
in this category but we do not have this application covered in the book.

The third category of NLP tasks from the perspective of machine learning is
higher-order structured prediction (e.g. tree-based and graph-based). As discussed
in Chapter 1, high-order structure is a distinctive characteristic of natural language.
Our book dedicates a full chapter to present deep learning models for the text pars-
ing problem formulated as high-order structured prediction (Chapter 4). It shows
that deep learning models can be used effectively to augment or replace statisti-
cal models in the traditional graph-based and transition-based frameworks. Further,
they also demonstrate strong representation power of neural networks which goes
beyond the function of mere modeling. A separate chapter (Chapter 5) is also de-
voted to graph-based structured prediction and learning, where deep learning tech-
niques are used to embed entities and relations for knowledge graph representation.
Deep learning is also used to represent relation instances in relation extraction for
knowledge graph construction and to represent heterogeneous evidences for entity
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linking. Exploitation of deep learning to knowledge graphs holds a promising future
since such higher-order graph structures are expected to provide a solid foundation
for principled ways of question answering, text understanding, and common-sense
reasoning. All of these are challenging NLP applications that require deep semantic
processing missing in most of the current NLP systems. Two of three main ele-
ments of social computing (Chapter 9), modeling user social connection structures
and recommendation, also involve graph-based learning and prediction via network
embedding accomplished by deep learning. Such network embedding facilitates an
automatic and unsupervised feature engineering procedure in numerous social net-
work analysis tasks including network reconstruction, link prediction, node classifi-
cation, and node clustering/visualization.

While the above three categories of NLP tasks motivated by machine-learning
methods can be broadly grouped into supervised deep learning or pattern recog-
nition, the fourth category, sequential decision making, goes beyond supervised
learning. The modern dialogue systems surveyed in Chapter 3 of this book make
use of sequential decision making process, as part of deep reinforcement learning
in a key component of the dialogue systems — dialogue manager. The output of the
dialogue manager component is natural language to be received by the user in per-
forming multi-turn conversations with the dialogue system. This type of NLP task
— sequential decision making — is very different from supervised learning in the
other three categories summarized above. The difference is that there is no teaching
signal as each turn of the dialogue informing whether the natural language output,
as the “action” in the decision making process of “managing” the dialogue. Rather,
the overall goal of the dialogue is measured by whether the dialogue is completed
satisfactory to the user and whether the number of turns is desirable for the user.
This type of “teacher” signals is far more remote than that in supervised learning
and is more challenging from the technology standpoint.

11.2.2 The Representation-Centric Perspective

An alternative perspective, the representation-centric one, can be used to summarize,
analyze, and to distill insights from a diverse set of NLP methods and applications
described across all chapters in this book.

Throughout this book, two basic types of natural language representations have
been used. The first type is symbolic, localist, or one-hot representation, adopted
pervasively during the rationalist and empiricist waves in the NLP history discussed
in Chapter 1. The most common example of symbolic presentation is bag-of-words
and N-grams for text, where words and text are treated as arbitrary symbols and
their (term) frequencies are extracted and exploited. For improving bag-of-words
and N-grams, weights based on inverse document frequencies can be added, form-
ing a vector-space model. Further improvements in symbolic representations of text
include topic models, where each topic is modeled as a distribution over words and
each document modeled as a distribution over topics. In most of the chapters in this
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book, various types of symbolic representations discussed above have been used
as baseline systems to compare with deep-learning-based systems exploiting sub-
symbolic semantic representations. For example, in sentiment analysis from text
(Chapter 8), one popular baseline system based on symbolic presentations of text
makes use of sentiment dictionary. The dictionary consists of two sets of word list:
the positive set and the negative set. By symbolically counting positive versus neg-
ative words in a document, sentiment values associated with all words can be deter-
mined.

Symbolic representations are often manually constructed, for example, by cod-
ing into a computer the meanings of symbolic words via manually specifying re-
lationships between the words. Knowledge graphs (Chapter 5) are a common way
of compiling such symbolic relationships over entities. Typical knowledge graphs
of this sort have been described and used in Chapter 5 in detail, serving as the ba-
sic data sources with which knowledge-based representation learning using neural
network methods would subsequently proceed.

Improvements over the entity-based knowledge graphs (e.g. WordNet, Freebase,
etc.) are semantics-based networks such as FrameNet, ConceptNet, and YAGO. The
slot-filling task in spoken language understanding (part of Chapter 2) and its use in
dialogue systems (part of Chapter 3) have been based on FrameNet in the empiricist
approach to language understanding developed during the second wave of NLP.

The second type of semantic representation of natural language text is sub-
symbolic or distributed representation, where each word, phrase, sentence, para-
graph, or a full document is represented as a dense embedding vector with each
element corresponding to and influencing not just one linguistic entity but many of
them. In all NLP applications presented in each of the chapters of this book, the use
of such distributed representations has been described to implement state-of-the-art
systems, often contrasting the counterpart baseline system built with symbolic rep-
resentations with high-dimensional sparse vectors for linguistic entities. Note that
while all deep learning systems are based on distributed representations, shallow
machine learning methods can rely on either symbolic or distributed representa-
tions. Section 2 of Chapter 9 has provided an informative review on both symbolic
and distributed representations of user-generated textual content for use in social
computing. Associations of these two types of representations are made in Chapter
9 with various NLP approaches including traditional (symbolic), shallow-learning,
and deep-learning ones.

The most important common thread cutting across all chapters in this book is
the pervasive use of distributed representations of text with various sizes (e.g. word,
phrase, sentence, paragraph, and document) as basic as well as automatically learned
intermediate features for solving NLP problems. In particular, the compositional
property of natural language, from low-level units (e.g. words) to high-level ones
(e.g. documents), is exploited to build deep learning architectures in the form of
hierarchical neural networks for representation learning in a naturally justifiable
manner. The embedding vectors at different linguistic granularity levels constructed
using deep models are learned typically by unsupervised methods, where no la-
bel information is provided by human. Rather, the “label” information is implicitly
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captured from context of the text, giving rise to distributional properties of the de-
rived distributed representation. One pioneering success of such unsupervised deep
learning approaches in NLP is language modeling using recurrent neural networks,
as reviewed in Chapter 6 and other places in the book. This type of unsupervised
learning is often called (contextual) predictive learning, and has recently spread
its popularity from word sequence prediction in NLP to video sequence prediction
(Villegas et al., 2017; Lotter et al., 2017).

The embedding vectors with fully distributed representations learned by unsuper-
vised contextual prediction can be “fine-tuned” and learned in an end-to-end manner
if the ultimate NLP tasks are clearly specified and sufficient amounts of label data
are available for the training. Spoken language understanding in dialogue systems
(Chapters 2 and 3), machine translation (Chapter 6), question answering (Chapter
7), sentiment analysis (Chapter 8), recommendation in social computing (chapter
9), and image captioning (Chapter 10) presented in this book all contain success-
ful examples of this type of end-to-end learning bootstrapped from unsupervised
representation learning.

11.3 Major Recent Advances in Deep Learning for NLP and
Research Frontiers

In Chapter 1 of this book written several months ago, we analyzed a few well known
challenges of deep learning that are general in machine learning as well as specific to
NLP. From that analysis we then discussed research directions for future advances
in NLP including the frameworks for neural-symbolic integration, exploration of
better memory models and better use of knowledge, as well as better deep learning
paradigms including unsupervised and generative learning, multi-modal and multi-
task learning, and meta learning. Due to the rapid progress in both deep learning
and its tight connections to NLP, here we provide an update and elaboration on our
earlier analysis.

11.3.1 Compositionality for Generalization

A common drawback of current deep learning under supervised settings is that it re-
quires a large amount of training data with labels. In the NLP context, this drawback
results from the difficulty of deep learning methods in handling long-tail phenomena
since natural language data generally follows a power-law distribution. This is, any
large size of natural language training data will always leave cases the training data
cannot cover. This is an intrinsic problem for the localist or symbolic representation
in any learning system. However, this difficulty provides an excellent research di-
rection for deep learning approaches as they are based on distributed representations
free from the data coverage problem, at least in principle. The research frontier lies
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in how to design new deep learning architectures and algorithms that can effectively
exploit compositional properties of the distributed representations capable of disen-
tangling the underlying factors of variation in natural language data. Recent work on
the feasibility of such approaches on video and image data (Denton and Birodkar,
2017; Gan et al., 2017) gives promises to solving the generalization problem with-
out formidable amounts of data for natural language data. As a first step, the very
recent study reported in (Larsson and Nilsson, 2017) developed disentangled repre-
sentations shown to be effective in manipulating the sentiment of natural language
while preserving the semantics. The proposed algorithm generalizes better than all
sentiment analysis techniques surveyed in Chapter 8 of this book.

11.3.2 Unsupervised Learning for NLP

Several months ago we wrote in Chapter 1 about the preliminary promising work
on unsupervised learning with novel methods of exploiting sequential output struc-
ture, relationships between inputs and outputs, and advanced optimization methods
to eliminate the need for costly parallel corpora (which pair data with labels for each
training token) in training prediction systems (Russell and Stefano, 2017; Liu et al.,
2017). Since then, similar types of unsupervised learning have been more recently
scaled up to large-scale machine translation tasks (Artetxe et al., 2017; Lample et al.,
2017; Hutson, 2017). (Chapter 6 did not include this new progress in machine trans-
lation, which was published in November 2017 after the chapter was written.)

The two unsupervised learning methods published for machine translation in
(Artetxe et al., 2017; Lample et al., 2017) both use back translation and denoising
in the respective training systems. The training is performed without pairing inputs
and outputs, with the same setting as the earlier work on non-NLP tasks described
in (Chen et al., 2016; Liu et al., 2017) which made use of output structure and the
relationship between input (image) and output (text). The back translation step pro-
posed in both (Lample et al., 2017) and (Artetxe et al., 2017) is a more elegant way
of exploiting the relationship between input (source text) and output (target text),
taking advantage of the similarity of information rates in input and output (i.e. both
being natural language text). More specifically, in back translation, a sentence in
input source language is approximately translated into the output target language,
which is then translated back into the source. If the back-translated sentence is not
identical to the source, the deep neural network then learns to adjust its weights so
that next time they will become closer. The denoising step in both studies serves a
similar function but it is limited to one language only by adding noise to a sentence
and then recovering the original clean version using denoising auto-encoders. The
main idea is to build a common latent space between the source and target languages
and to learn to translate by reconstructing in both source and target domains. Effec-
tive exploitation of the relationship between the source (input) and target (output)
domains enables huge cost saving in creating paired source and target sentences for
training the machine translation systems.
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Another interesting recent study related to unsupervised learning in NLP, sen-
timent analysis in particular, comes from (Radford et al., 2017). The original goal
of the study was to explore the properties of byte-level LSTM language models for
predicting the next character from given texts (Amazon reviews). Accidentally and
somewhat surprisingly, one of the neurons in the multiplicative LSTM trained in an
unsupervised way was found to be able to accurately classify the reviews as posi-
tive or negative. When the same model is tested on another sentiment data, Stanford
Sentiment Treebank, the model also did extremely well.

11.3.3 Reinforcement Learning for NLP

The initial success of unsupervised learning for machine translation reported re-
cently in (Artetxe et al., 2017; Lample et al., 2017) as summarized above is reminis-
cent of the success of the self-play strategy in the setting of reinforcement learning
in AlphaGo-Zero without human data, reported also recently in (Silver et al., 2017).
With self play, AlphaGo becomes its own teacher, where a deep neural network
is trained to predict AlphaGo-Zero’s own move selections and also the winner of
AlphaGo’s games. This prediction is possible because there is a distant teacher in-
forming who wins and who loses in the self play, which guides the reinforcement
learning algorithm. For unsupervised machine translation, back translation serves
the same role as self-play in AlphaGo-Zero, except there is no analogous teacher
to win-loss information. However, if one replaces the win-loss signal used in rein-
forcement learning by a measure of how good the back-translated sentence is to the
original source sentence, such a measure can be used as an objective function to
guide unsupervised learning for deep neural networks.

The above comparison points to the potential of reinforcement learning, which
has developed a set of powerful algorithms, for existing and new NLP applications.
Reinforcement learning is particularly promising if the NLP problems can be ele-
gantly formulated to enable the use of the concept of “self play” or the input-output
relationship to define distant teaching signals. Successes in this research frontier
would add powerful methods from reinforcement learning to overcome a key aspect
of the current bottleneck in NLP and deep learning: They are grounded principally
on pattern recognition and supervised learning paradigms and thus require large
amounts of labeled data and lack reasoning abilities.

A typical reinforcement learning scenario in NLP is dialog systems. As surveyed
in Chapter 3 of this book, dialog management was one of the first major successes in
reinforcement learning in NLP, where standard tools of Markov decision processes
and their partial observed versions to handle uncertainty were used. In the recent
past, deep neural networks controlled and trained by reinforcement learning have
been applied to all three types of dialogue systems or chatbots (intelligent assistants)
(Deng, 2016; Dhingra et al., 2017). While the “rewards” for reinforcement learning
have been reasonably clear defined in terms of a heuristic combination of task com-
pletion (or otherwise), the number of turns in the dialogue, the level of engagement
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between the chatbot and the user, etc., the requirement for large amounts of con-
versation data remains a challenging problem. Given that good “world” models or
simulators for human-chatbot conversations are very hard to develop, the common
requirement for large training data in reinforcement learning would not be easily
overcome until appropriate formalisms with the nature of “self play” are established.
The progress in this research frontier is gaining greater urgency as chatbot conver-
sations are expected to become more realistic in practical applications.

Other more recent developments of applying reinforcement learning to NLP
problems include the SeqGAN method for creative text generation, via effectively
training sequence generative adversarial networks by policy gradient (Yu et al.,
2017). A related recent study on using another popular method in reinforcement
learning, actor-critic algorithm, is reported in (Bahdanau et al., 2017). The analysis
of the method and experimental results showed promise in many natural language
generation tasks including machine translation, caption generation, and dialogue
modeling. Further, reinforcement learning also finds its effectiveness in solving
NLP problems of text-based gaming and predicting popular treads in text forums
(e.g. Reddit discussion threads). Specifically, the experiments reported in recent lit-
erature (He et al., 2016; He, 2017) show that separate modeling of state and action
spaces, both taking the form of natural language, is capable of extracting semantic
information from text rather than simply memorizing strings of text. Another appli-
cation of reinforcement learning to NLP published recently is in text summarization
(an important NLP task but since deep learning only started very recently in tack-
ling, we have not covered it in this book.) (Paulus et al., 2017). It was shown that in
the neural encoder-decoder model, when standard word prediction using supervised
learning is combined with the global sequence prediction training with reinforce-
ment learning, the resulting summarized texts become more readable.

Finally, we observe with high interest the recent success of applying reinforce-
ment learning in generating structure queries from natural language (Zhong et al.,
2017). This NLP task, which was called “slot filling” in Chapter 2 of this book, is
the core of language understanding within a restricted domain. It was handled in
the past using structured supervised learning as surveyed in Chapter 2. The research
frontier of spoken language understanding and dialogue systems would be advanced
if reinforcement learning can demonstrate its consistent superiority in many practi-
cally useful domains as described in Chapters 2 and 3.

11.3.4 Meta-Learning for NLP

Meta-learning has very different scopes and definitions for different researchers
(as can be witnessed at the NIPS Symposium on Meta-learning held in Decem-
ber 2017.) Here we adopt the general view in (Vilalta and Drissi, 2002). That is,
meta-learning aims to build self-adaptive and continual learners that improve their
bias dynamically through experience by accumulating knowledge about learning.
Meta-learning is a hallmark of intelligent beings, which can be rightfully charac-



334 11 Epilogue: Frontiers of NLP in the Deep Learning Era

terized as having the ability to continually improve one’s own learning capabilities
through experience as well as knowledge acquisition.

In Chapter 1 of this book written several months ago, we briefly outlined some
initial progresses of meta-learning in several non-NLP applications such as hyper-
parameter optimization, neural network architecture optimization, and fast rein-
forcement learning. We also pointed out that meta-learning is a powerful emerging
artificial intelligence and deep learning paradigm, which is a fertile research area
expected to impact real-world NLP applications.

In the recent past, huge advances in meta-learning applications have been made,
notably in navigation and locomotion (Finn et al., 2017a), robotic skills (Finn et al.,
2017b), improved active learning (Anonymous-Authors, 2018b), and one-shot im-
age recognition (Munkhdalai and Yu, 2017). Applications of meta-learning to NLP
tasks are starting to appear, which we briefly review here.

In (Anonymous-Authors, 2018a), meta-learning is applied to continually adapt
word embeddings, which subsequently are used for solving down-stream NLP tasks.
Given the knowledge learned from a number of previous domains and a small corpus
in the new domain, the proposed method can effectively generate word embeddings
in the new domain in an incremental manner by leveraging an effective algorithm
and a meta-learner. The meta-learner provides word context similarity information
at the domain level. Experimental results show the effectiveness of the proposed
meta-learning method in forming embeddings in the new domain from a small cor-
pus and the old domain’s knowledge for three NLP tasks: text classification (for
product type), binary semantic classification, and aspect extraction.

The same goal of leveraging embeddings across several domains for improv-
ing down-stream task performance in a new domain can be achieved by a different
meta-learning method proposed in another recent study (Bollegala et al., 2017). In
this study, an unsupervised, locally linear method is developed to learn the embed-
dings for a new domain, which are called meta-embeddings, from a given set of
pre-trained source embeddings in previous domains. Experimental results on four
NLP tasks — semantic similarity, word analogy, relation classification, and short-
text classification — show that the new meta-embeddings significantly outperform
prior methods in several benchmark datasets.

Yet another interesting recent work on applying meta-learning to the NLP task of
questing answering (from images) is reported in (Anton and van den Hengel, 2017).
The deep learning model is initially trained on a small set of questions and answers,
and is provided with an additional support set of examples at test time. Given this
setting, the model must learn to learn; that is, to exploit the additional data on-the-
fly or incrementally and continually without the need for retraining the model. The
deep learning model proposed in this work is shown to take advantage of the meta
learning scenario. It demonstrates the strong performance in improved recall of rare
answers. It also provides better sample efficiency and a unique capability of learning
to produce novel answers. The research challenge is to extend the current use of the
support set of questions/answers as reported in this study to the future use of more
comprehensive data sets obtained from large knowledge bases and web searches.
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Finally, we note the very recent study on a highly interesting problem of continu-
ous adaptation of deep learning systems under rapidly nonstationary and adversarial
environments, cast in the (gradient-based) meta-learning setting (Al-Shedivat et al.,
2017). The novel method is designed to treat a nonstationary task as a sequence
of stationary tasks, thus turning the problem into a multi-task learning one. Then
multiple deep learning systems (i.e. multi-agents) are trained to exploit the depen-
dencies between consecutive tasks to the extent that the fast non-stationarity exhib-
ited at test time can be effectively handled. The general meta-learning paradigm is
adopted, which learns a high-level procedure used to generate a good policy. This is
done each time the environment changes. That is, the agents meta-learn to anticipate
the changes in the environment and update their policies accordingly.

An important characteristic of the multi-agent environments is that they are non-
stationary from the perspective of any individual agent since all actors are learning
and changing concurrently (Lowe et al., 2017; Foerster et al., 2017). The results
show that when an agent adopts a policy designed assuming other adversarial agents
treat it as a competitor, then this policy becomes superior to those that do not make
this assumption. The main reason for such superiority is that in this competitive
multi-agent setting, the agents have a model of the realistic environment that al-
lows them to exploit the dependencies between consecutive quasi-stationary tasks
(modeled as a Markov chain) such that they can handle similar non-stationarities
at execution time. More specifically, meta-learning provides optimal updates of an
agent’s policy with respect to transitions between pairs of tasks, enabling few-shot
execution-time adaptation that would otherwise degrades as the environment di-
verges from training time.

While meta-learning methods for continuous adaptation in rapidly nonstationary
and competitive environments have been designed for and applied to robotics and
games as reported in (Al-Shedivat et al., 2017), the implications for potential future
NLP and related applications are profound. This is especially so for a selected few
NLP application areas (e.g. finance) where the application environments are highly
competitive. Such fast competitions necessarily induce highly nonstationary envi-
ronments, making the signals extracted for intended NLP applications from recent
past to lose their effectiveness quickly. As an exciting research frontier for NLP,
modeling such environments for advanced NLP systems using the meta-learning
framework is expected to help extend the effectiveness of extracted signals derived
from NLP analysis and other means.

11.3.5 Interpretability: Weak-Sense and Strong-Sense

The successes of deep learning models, especially those in NLP applications, often
come at a cost of interpretability due to the continuous representations and hierar-
chical non-linearity of neural networks. The “black box” quality of most deep neural
networks makes them notoriously difficult to control and debug. This difficulty often
leads not only to the high cost of developing neural models for NLP but also to the
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rejection of deploying such non-interpretable models in practice. An obvious case in
point is dialogue systems as discussed in Chapter 3. To this date, the majority of di-
alogue systems under deployment in industry are not based on deep learning despite
its technical superiority. Rather, rule-based systems are still common in practice due
principally to the ability to interpret, to debug, and to control.

For other NLP applications such as question answering and reading comprehen-
sion, similar challenges are prevalent. As an example, almost all existing datasets
designed for question answering and reading comprehension research are equipped
with a set of undesirable characteristics, including notably the requirement that the
answers to questions have to be restricted to an entity or a span from the exist-
ing reading text. This turns the difficult text understanding problem that would re-
quire often complex reasoning into a supervised pattern recognition problem with
the black box quality that requires no reasoning from and no interpretation of the
read texts. In making real advances in this research front, more advanced datasets
and deep learning methods must be developed to assess and facilitate research to-
wards real, human-like reading comprehension with interpretability as proposed in
(Nguyen et al., 2017).

Starting from around 2010, most successes of deep learning have been demon-
strated in pattern classification and recognition tasks. Extending these successes
over the past two years or so, the more complex reasoning process in many cur-
rent deep learning based question answering and reading comprehension methods
has relied on multiple stages of memory networks with attention mechanisms and
with clean supervision information for classification. These artificial memory ele-
ments are far away from the human memory mechanism, and they derive their power
mainly from the labeled data (single or multiple answers as labels) which guides the
learning of network weights using a largely supervised learning paradigm. This is
completely different from how human does reasoning. If we were to ask the current
neural reasoning models trained on question-answer pairs to do another task such as
recommendation, dialogue, or language translation that are away from the intended
classification task (i.e. answering questions expressed in a pre-fixed vocabulary),
they would completely fail.

While to succeed in this endeavor requires long-term research efforts, during
2017 we have seen encouraging preliminary progresses toward this goal by first
making the trained models interpretable (without injecting the goal of interpretabil-
ity in the training process). Interpretability in the weak sense here is loosely defined
as being able to draw insights from the already trained neural models that can pro-
vide indirect explanation of how the models perform the desired NLP tasks (such
as machine translation). In (Ding et al., 2017), in order to interpret neural machine
translation by visualization, relevance scores are computed to quantify how much a
particular neuron in a hidden layer contributes to neurons in another hidden layer
using the proposed layer-wise relevance propagation method. The relevance scores
are a direct measure of how much one neuron affects a downstream neuron, indi-
rectly showing inner workings of the trained neural model. As another example,
while little is known about what end-to-end neural translation models learn about
source and target languages during the training process, the recent study reported
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in (Belinkov et al., 2017) carefully analyzed the representations learned by neural
translation models at various levels of granularity. The quality of the representations
for learning morphology is evaluated through part-of-speech and morphological tag-
ging tasks. This data-driven, quantitative evaluation sheds light on important aspects
in the neural translation system in terms of its ability to capture word structure. In yet
another recent study (Trost and Klakow, 2017), to overcome the difficulty of inter-
preting word embedding vectors due to the continuous and high-dimensional nature,
clustering on word embeddings is carried out to create a hierarchical tree-like struc-
ture. The hierarchy is shown to give geometrically meaningful representations of the
original relations between the words, thus providing a more human-interpretable
way to explore the neighborhood structure in the otherwise non-interpretable em-
bedding vectors.

The weak-sense interpretability studied above is relatively easy to achieve. The
deep learning models with strong-sense interpretability, i.e. those that are con-
structed and trained with interpretability as part of the training objective, are much
harder to build but are more useful. Neural-symbolic integration discussed in Chap-
ter 11.2 earlier and also in Chapter 1.5 at a greater length pertains to the general
principle for achieving strong-sense interpretability. This principle, inspired by cog-
nitive science (Smolensky et al., 2016; Palangi et al., 2018) strives for a natural
“harmony” between the powerful continuous neural representations and the intu-
itive symbolic representations more amenable to human understanding and logical
reasoning using natural language.

The strong-sense interpretability in deep NLP systems would enable powerful
practical applications, e.g. to accomplish multiple NLP tasks of question answering,
recommendation, dialogue, and translation etc. mentioned earlier but require either
no labeled data or the labels for at most a small number of tasks. This would be
possible because the systems would have true understanding and reasoning abilities,
unlike the current NLP systems that rely largely on supervised pattern recognition.

One specific benefit of such deep NLP systems with the strong-sense inter-
pretability is that human users would trust the responses from these systems since
they can provide logical reasoning (in the symbolic or natural language form) behind
the responses. For instance, an NLP system for reading comprehension may answer
correctly a question about who murders a victim after reading a thriller book. But
if the logical reasoning steps (as the thought process inside the brain of a detective)
are also provided along with the answer, then the answer would be more trusted. A
related, simpler example is to learn to solve algebraic problems while showing the
steps towards the solution. The recent study (Ling et al., 2017) made a successful at-
tempt in doing so. The work addresses the specific problem of generating rationales
for math problems, where the task is to not only obtain the correct answer of the
problem, but also generate a description of the method used to solve the problem.
Experiments show that the proposed (strongly interpretable) method outperforms
earlier neural models in both the fluency of the rationales that are generated and the
ability to solve the problem. Another very recent study reported in (Lei, 2017) is
also aimed at the strong-sense interpretability in deep NLP systems. Methods are
developed to learn to extract pieces of input text as justifications tailored to be short



338 11 Epilogue: Frontiers of NLP in the Deep Learning Era

and coherent, which are at the same time sufficient for making the same prediction.
Experiments on the NLP task of multi-aspect sentiment analysis demonstrate the
desired goal of making the neural predictions justifiable and thus interpretable to
human users.

Although very preliminary work on deep learning for NLP with strong-sense
interpretability has started only within the past one or two years, the line of direction
discussed in section represents an exciting frontier for NLP research in the current
deep learning era.

11.4 Summary

NLP and deep learning are both progressing fast. Over the past three years, es-
pecially over the past several months since the earlier parts of this book were
completed, deep learning has been increasingly becoming a central paradigm and
methodology in solving a wide range of NLP problems. Therefore, this epilogue
chapter, completed by the end of 2017, serves not only the standard role of sum-
marizing the full book, but also of somewhat unusual roles of updating the most
recent progress on deep learning in NLP and of updating our views on the research
frontiers of NLP in the deep learning era.

The first part of this chapter summarizes the book holistically from two perspec-
tives: the task-centric one and the representation-centric one. These perspectives are
inspired by machine learning paradigms and by cognitive science, respectively. In
the second part of this chapter, we update the most recent advances in deep learning
as applied to NLP, mainly those during the later part of 2017 not surveyed in earlier
chapters. And supported by these rapid recent advances, we subsequently expand
our earlier writing on the research frontiers of NLP in Chapter 1 by addressing
future directions in five areas: 1) Compositionality of natural language for gener-
alization; 2) unsupervised learning for NLP; 3) reinforcement learning for NLP; 4)
meta-learning for NLP; and 5) Neuro-symbolic integration and interpretability for
NLP systems based on deep learning.

Deep learning offers a powerful tool to harness large amounts of computation
and data for end-to-end learning and information distillation. Armed with ever more
sophisticated distributed representations (e.g. (McCann et al., 2017)), ever more del-
icate modular design of functional blocks (e.g. hierarchical attentions), and highly
efficient gradient-based learning methods, deep learning has become a dominant
paradigm and new state-of-the-art methodology for an increasing number of NLP
problems. In addition to the many of them we have surveyed in Chapters 1-10 plus
the updated new NLP problems discussed in earlier parts of this chapter solved fully
or partially by deep learning individually, we also see the power of a single deep
learning to jointly solve many NLP tasks by growing a neural network (Hashimoto
et al., 2017). Moreover, the very difficult NLP task under extremely noisy condi-
tions — sentiment analysis on Twitter text — has recently been conquered by deep
learning to a large extent (Cliche, 2017).
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In Chapter 1.5, we discussed and analyzed a number of limitations in current deep
learning technology, especially those relevant to NLP methods and applications.
As evident in all previous chapters and in earlier parts of this chapter, there have
been rapidly increasing improvements of the capabilities of deep learning methods
while the identified limitations have been overcome one by one, either partially or
completely. As new advances in deep learning move from the supervised paradigm
to those of unsupervised, reinforcement, and meta learning, and as the deep models
models become increasingly more complex, new fundamental insights into why and
how deep learning works extremely well in many tasks and when it may not work
so well in other tasks are needed. This is a grand challenge and research frontier in
deep learning research, especially for NLP.

Given the amazingly rich deep learning methodology and vibrant research activi-
ties devoted to almost all areas of NLP as compiled in this book, we have confidence
that the trend we currently see will continue. We expect more and better deep learn-
ing model architectures to appear, and we also expect new NLP applications to be
enabled by deep reinforcement learning, unsupervised learning, and meta-learning
which would go beyond what we summarized earlier in this chapter.

As a final note to this chapter and the full book, we outline here some of the recent
popular discussions on a principled extension of the scope of (vanilla) deep learning
(the main topic of this book) to a more general one, called differentiable program-
ming, especially those relevant to NLP. The essence of the generalization is to make
the deep neural networks (as the computation graphs for parameterized functional
blocks) from being fixed to being dynamic. That is, after the generalization, the net-
work architecture consisting of many differentiable modules can now be created on
the fly in a data-dependent manner. In this differentiable programming paradigm,
the deep neural network architectures, including memory, attention, stacks, queue,
and pointer modules as we have seen in many chapters in this book, are composed
procedurally with logic expressions, conditionals, assignments, and loops. This type
of flexibility has been a goal provided by many of the current deep learning frame-
works (e.g. PyTorch, Tensorflow, Chainer, MXNet, CNTK, etc., and for the latter
see Chapter 14 in (Yu and Deng, 2015)). Once fully developed with highly efficient
compilers being built, we will have a brand-new breed of software, which, instead
of being characterized by the traditional control structures in regular programming
such as loops and conditionals, will be established by assembling graphs of param-
eterized functional blocks, each of which is a neural network in itself. Crucially,
all parameters (e.g. neural network weights and the parameters defining network
nonlinearities and memory modules) in the assembled graphs can be trained au-
tomatically from data using highly efficient, gradient-based optimization methods.
This is because no matter how complex the assembled graphs are, differentiability
ensures that they can be learned end-to-end via back-propagation.

Differentiable programming has ushered in an exciting field of technology built
on top of our existing software stack that is now parameterized, differentiable, and
learnable with high efficiency. It represents not only a paradigm to bridge the gap
between general algorithms and ways of implementing deep learning, but also a path
towards artificial general intelligence where symbolic processing and neural-centric
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deep learning are harmoniously integrated. This new way of thinking deep learning
has special relevance to NLP. First, while being developed at relatively later stages
in human cognition, symbolic processing has high efficiency in logical reasoning
and is easily interpretable, both desirable in many NLP applications. With tensor-
product-like encoding schemes that aim to unify neural and linguistic-structured
representations, the high efficiency in learning in complex, flexible, and dynam-
ically constructed neural networks offered by differentiable programming would
complete the best of both symbolic and neural worlds. Second, the dynamic na-
ture of NLP models is becoming increasingly more prevalent in NLP methods, as
we have demonstrated in each of the chapters in this book. This is due to the very
nature of the studied object of NLP — language and text, which has inherently vari-
able dimensions; e.g. the (input) lengths and structures in documents, sentences, or
words. The popularity is also due to the capabilities of existing deep learning frame-
works in supporting the dynamically varied neural network architectures tailored to
the variable-dimensioned text inputs. Finally, natural language has recently been
shown to be a very useful latent space over which optimization can be carried out
to solve various kinds of difficult machine learning problems (?). The discreteness
of language would not allow end-to-end learning to take advantage of differentia-
bility as a requirement for differentiable programming. However, a relaxation tech-
nique based on approximations via a proposal model has overcome this difficulty,
enabling broader opportunities for exploiting naturally occurring language data to
improve machine learning and NLP tasks.

In summary, equipped with the generalized deep learning or differentiable pro-
gramming framework, more powerful, flexible, and advanced deep learning archi-
tectures are expected in the near future to solve the remaining difficult NLP tasks
as we posed as research frontiers in this and previous chapters. The new successes
beyond what we have presented in this book will push us closer to artificial general
intelligence of which NLP is an integral part.
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