


Preface

Natural language processing (NLP), which aims to enable computers to process
human languages intelligently, is an important inter-discipline field crossing artifi-
cial intelligence, computing science, cognitive science, information processing, and
linguistics. Concerned with interactions between computers and human languages,
NLP applications such as speech recognition, dialog systems, information retrieval,
question answering, and machine translation have started to reshape the way people
identify, obtain, and make use of information.

The development of NLP can be described in terms of three major waves: ra-
tionalism, empiricism, and deep learning. In the first wave, rationalist approaches
advocated the design of hand-crafted rules to incorporate knowledge into NLP sys-
tems based on the assumption that knowledge of language in the human mind is
fixed in advance by generic inheritance. In the second wave, empirical approaches
assume that rich sensory input and the observable language data in surface form are
required and sufficient to enable the mind to learn the detailed structure of natural
language. As a result, probabilistic models were developed to discover the regu-
larities of languages from large corpora. In the third wave, deep learning exploits
hierarchical models of non-linear processing, inspired by biological neural systems
to learn intrinsic representations from language data, in ways that aim to simulate
human cognitive abilities.

The intersection of deep learning and natural language processing has resulted in
striking successes in practical tasks. Speech recognition is the first industrial NLP
application that deep learning has strongly impacted. With the availability of large-
scale training data, deep neural networks achieved dramatically lower recognition
errors than the traditional empirical approaches. Another prominent successful ap-
plication of deep learning in NLP is machine translation. End-to-end neural ma-
chine translation that models the mapping between human languages using neural
networks has proven to improve translation quality substantially. Therefore, neural
machine translation has quickly become the new de facto technology in major com-
mercial online translation services: Google, Microsoft, Facebook, Baidu, and more.
Many other areas of NLP, including language understanding and dialogue, lexical
analysis and parsing, knowledge graph, information retrieval, question answering

vii



viii Preface

from text, social computing, language generation, and text sentiment analysis, have
also seen much significant progress using deep learning, riding on the third wave
of NLP. Nowadays, deep learning is a dominating method applied to practically all
NLP tasks.

The main goal of this book is to provide a comprehensive survey on the re-
cent advances in deep learning applied to NLP. The book presents state-of-the-art
of NLP-centric deep learning research, and focuses on the role of deep learning
played in major NLP applications including spoken language understanding, di-
alogue systems, lexical analysis, parsing, knowledge graph, machine translation,
question answering, sentiment analysis, social computing, and natural language gen-
eration (from images). This book is suitable for readers with a technical background
in computation, including graduate students, post-doctoral researchers, educators,
and industrial researchers and anyone interested in getting up to speed with the lat-
est techniques of deep learning associated with NLP.

The book is organized into eleven chapters as follows:

• Chapter 1: A Joint Introduction to Natural Language Processing and to Deep
Learning (Li Deng and Yang Liu)

• Chapter 2: Deep Learning in Conversational Language Understanding (Gokhan
Tur, Asli Celikyilmaz, Xiaodong He, Dilek Hakkani-Tür, and Li Deng)

• Chapter 3: Deep Learning in Spoken and Text-based Dialogue Systems (Asli
Celikyilmaz, Li Deng, and Dilek Hakkani-Tür)

• Chapter 4: Deep Learning in Lexical Analysis and Parsing (Wanxiang Che and
Yue Zhang)

• Chapter 5: Deep Learning in Knowledge Graph (Zhiyuan Liu and Xianpei Han)
• Chapter 6: Deep Learning in Machine Translation (Yang Liu and Jiajun Zhang)
• Chapter 7: Deep Learning in Question Answering (Kang Liu and Yansong Feng)
• Chapter 8: Deep Learning in Sentiment Analysis (Duyu Tang and Meishan

Zhang)
• Chapter 9: Deep Learning in Social Computing (Xin Zhao and Chenliang Li)
• Chapter 10: Deep Learning in Natural Language Generation from Images (Xi-

aodong He and Li Deng)
• Chapter 11: Epilogue (Li Deng and Yang Liu)

Chapter 1 first reviews the basics of NLP as well as the main scope of NLP cov-
ered in the following chapters of the book, and then goes in some depth into the
historical development of NLP summarized as three waves and future directions.
Then, an in-depth survey on the recent advances in deep learning applied to NLP is
organized into nine separate chapters, each covering a largely independent applica-
tion area of NLP. The main body of each chapter is written by leading researchers
and experts actively working in the respective field.

The origin of this book was the set of comprehensive tutorials given at the 15th
China National Conference on Computational Linguistics (CCL 2016) held in Oc-
tober 2016 in Yantai, Shandong, China, where both of us, editors of this book, were
active participants and were taking leading roles. We thank our Springer’s senior
editor, Dr. Celine Lanlan Chang, who kindly invited us to create this book and who
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has been providing much of timely assistance needed to complete this book. We
are grateful also to Springer’s Assistant Editor, Jane Li, for offering invaluable help
through various stages of manuscript preparation.

We thank all authors of Chapters 2-10 who devoted their valuable time care-
fully preparing the content of their chapters: Gokhan Tur, Asli Celikyilmaz, Dilek
Hakkani-Tur, Wanxiang Che, Yue Zhang, Xianpei Han, Zhiyuan Liu, Jiajun Zhang,
Kang Liu, Yansong Feng, Duyu Tang, Meishan Zhang, Xin Zhao, Chenliang Li,
and Xiaodong He. The authors of Chapters 4-9 are CCL 2016 tutorial speakers.
They spent a considerable amount of time in updating their tutorial material with
the latest advances in the field since October 2016.

Further, we thank numerous reviewers and readers, Sadaoki Furui, Andrew Ng,
Fred Juang, Ken Church, Haifeng Wang, Hongjiang Zhang, who not only gave us
much needed encouragements but also offered many constructive comments which
substantially improved earlier drafts of the book.

Finally, we give our appreciations to our organizations, Microsoft Research and
Citadel (for Li Deng) and Tsinghua University (for Yang Liu), who provided excel-
lent environments, supports, and encouragements that have been instrumental for us
to complete this book.

Li Deng, Seattle, USA
Yang Liu, Beijing, China
October, 2017
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Abstract Machine translation (MT) is an important natural language processing
task that investigate the use of computers to translate human languages automati-
cally. Deep learning based methods has made significant progress in recent years
and quickly become the new de facto paradigm of MT in both academia and indus-
try. This chapter introduces two broad categories of deep learning based MT meth-
ods: (1) component-wise deep learning for machine translation that leverages deep
learning to improve the capacity of the main components of SMT such as translation
models, reordering models, and language models, and (2) end-to-end deep learning
for machine translation that uses neural networks to directly map between source
and target languages based on the encoder-decoder framework. The chapter closes
with a discussion on challenges and future directions of deep learning based MT.

6.1 Introduction

Machine translation, which aims at translating natural languages automatically us-
ing machines, is an important task in natural language processing. Due to the in-
creasing availability of parallel corpora, data-driven machine translation has become
the dominant method in the MT community since 1990s. Given sentence-aligned
bilingual training data, the goal of data-driven MT is to acquire translation knowl-
edge from data automatically, which is then used to translate unseen source language
sentences.

Statistical machine translation (SMT) is a representative data-driven approach
that advocates the use of probabilistic models to describe the translation process.
While early SMT focused on generative models treating words as the basic unit
(Brown et al., 1993), discriminative models (Och and Ney, 2002) that use features
defined on phrases and parses (Koehn et al., 2003; Chiang, 2007) have been widely
used since 2002. However, discriminative SMT models face a severe challenge:
data sparsity. SMT is prone to learn poor estimates of model parameters on low-
count events by using discrete symbolic representations. In addition, it is hard to
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158 6 Deep Learning in Machine Translation

design features manually to capture all translation regularities due to the diversity
and complexity of natural languages.

Recent years have witnessed the remarkable success of deep learning applica-
tions in MT. Surpassing SMT in leading international MT evaluation campaigns,
deep learning based MT has quickly become the new de facto paradigm for com-
mercial online MT services. This chapter introduces two broad categories of deep
learning based MT methods: (1) component-wise deep learning for machine transla-
tion (Devlin et al., 2014) that leverages deep learning to improve the capacity of the
main components of SMT such as translation models, reordering models, and lan-
guage models, and (2) end-to-end deep learning for machine translation (Sutskever
et al., 2014; Bahdanau et al., 2015) that uses neural networks to directly map be-
tween source and target languages based on the encoder-decoder framework.

This chapter is organized as follows. We will first introduce the basic concepts of
SMT (Section 6.2.1) and discuss existing problems of string matching based SMT
(Section 6.2.2). Then, we will review the applications of deep learning in SMT in
detail (Sections 6.3.1-6.3.5). Section 6.4 is devoted to end-to-end neural machine
translation, covering the standard encoder-decoder framework (Section 6.4.1), the
attention mechanism (Section 6.4.2), and recent advances (Sections 6.4.3-6.4.6).
The chapter closes with a summary (Section 6.5).

6.2 Statistical Machine Translation and its Challenges

6.2.1 Basics

Let x be a source language sentence, y be a target language sentence, θθθ be a set
of model parameters, and P(y|x;θθθ) be the translation probability of y given x. The
goal of machine translation is to find the translation with the highest probability ŷ:

ŷ = argmax
y

{
P(y|x;θθθ)

}
. (6.1)

Brown et al. (1993) use the Bayes theorem to re-write the decision rule in Eq.
(6.1) equivalently as

ŷ = argmax
y

{
P(y;θθθ lm)P(x|y;θθθ tm)

P(x)

}
, (6.2)

= argmax
y

{
P(y;θθθ lm)P(x|y;θθθ tm)

}
, (6.3)

where P(x|y;θθθ tm) is referred to as a translation model and P(y;θθθ lm) as a language
model. θθθ tm and θθθ lm are translation and language model parameters, respectively.

The translation model P(x|y;θθθ tm) is usually defined as a generative model, which
is further decomposed via latent structures (Brown et al., 1993):
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Fig. 6.1 The translation pro-
cess of phrase-based SMT. It
involves three steps: phrase
segmentation, phrase transla-
tion, and phrase reordering.

澳洲 是 与 北韩   有  邦交  的 少数 国家 之一  

Australia is 

Australia is have diplomatic relations with North Korea one of the few countries that 

with North Korea 

澳洲 是 与 北韩   有  邦交  的 少数 国家 之一  

① Phrase Segmentation 

② Phrase Translation     

③ Phrase Reordering      

one of the few countries that have diplomatic relations 

P(x|y;θθθ tm) = ∑
z

P(x,z|y;θθθ tm), (6.4)

where z denotes a latent structure such as word alignment that indicates the corre-
spondence between words in source and target languages.

However, a key limitation of latent-variable generative translation models is that
they are hard to extend due to the intricate dependencies between sub-models. As
a result, Och and Ney (2002) advocate the use of log-linear models for statistical
machine translation to incorporate arbitrary knowledge sources:

P(y|x;θθθ) =
∑z exp(θθθ ·φφφ(x,y,z))

∑x′∑z′ exp(θθθ ·φφφ(x′,y,z′))
, (6.5)

where φφφ(x,y,z) is a set of features that characterize the translation process and θθθ

is a set of corresponding feature weights. Note that the latent-variable generative
model in Eq. (6.4) is a special case of the log-linear model because both translation
and language models can be treated as features.

The phrase-based translation model (Koehn et al., 2003) is the most widely used
SMT method in both academia and industry due to its simplicity and effectiveness.
The basic idea of phrase-based translation is to use phrases to memorize word selec-
tion and reordering sensitive to local context, making it very effective in handling
word insertion and omission, short idioms, and free translation.

As shown in Fig. 6.1, the translation process of phrase-based SMT can be di-
vided into three steps: 1) segmenting the source sentence into a sequence of phrases,
2) transforming each source phrase to a target phrase, and 3) re-arranging target
phrases in an order of target language. The concatenation of target phrases forms
a target sentence. Therefore, phrase-based translation models often consist of three
sub-models: phrase segmentation, phrase reordering, and phrase translation. These
sub-models serve as main features in the log-linear model framework.

The central feature in discriminative phrase-based translation model is translation
rule table or bilingual phrase table. Fig. 6.2 illustrates translation rule extraction for
phrase-based SMT. Given a parallel sentence pair, word alignment first runs to find
the correspondence between words in the source and target sentences. Then, bilin-
gual phrases (i.e., translation rules) satisfying a heuristic constraint defined on word
alignment (Och and Ney, 2002) are extracted from the word-aligned sentence pair.
Then, the probabilities and lexical weights of bilingual phrases can be estimated
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澳洲 是 与 北韩 有 邦交 的 少数 国家 之一  

Australia is one of the few countries that have diplomatic relations with North Korea  
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Fig. 6.2: Translation rule extraction for phrase-based SMT. Given a sentence-aligned
parallel corpus, word alignment that indicates the correspondence between words in
source and target sentences is first calculated. Then, bilingual phrases that capture
semantically equivalent source and target word sequences are extracted from word-
aligned parallel corpus.

from the training data. Note that the phrase reordering model can also be trained on
the word-aligned parallel corpus.

In a latent-variable log-linear translation model, a latent structure z is often re-
ferred to as a derivation, which describes how a translation is generated. During
decoding, searching for the translation with the highest probability needs to take all
possible derivations into consideration:

ŷ = argmax
y

{
∑
z

exp
(
θθθ ·φφφ(x,y,z)

)}
. (6.6)

Unfortunately, it is intractable to calculate the summation because there are ex-
ponentially many latent derivations. As a result, standard SMT systems usually ap-
proximate Eq. (6.6) with the derivation with the highest probability:

ŷ≈ argmax
y

{
max

z

{
θθθ ·φφφ(x,y,z)

}}
. (6.7)
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Then, polynomial-time dynamic programming algorithms can be designed to gen-
erate translations efficiently.

6.2.2 Challenges in Statistical Machine Translation

From the SMT training procedure, we can easily see that word alignment is the
core basis and directly influences the quality of the translation rules and the reorder-
ing model. The SMT decoding shows that the probability estimation of translation
rules, the reordering model and the language model are three key factors which are
combined within a log-linear framework to produce the final translation results.

For word alignment, the popular solution in SMT is to use unsupervised gener-
ative models (Brown et al., 1993). The generative approaches use symbolic repre-
sentations of words, calculate the statistics of word co-occurrences, and learn word-
to-word mapping probabilities to maximize the likelihood of training data. Then,
translation rule probabilities are calculated using maximum likelihood estimation
according to their co-occurrence statistics in the word aligned sentence pairs (Koehn
et al., 2003). The phrase reordering instances are extracted from the word aligned
bitexts and the reordering model is then formalized as a classification problem us-
ing the discrete words as features (Galley and Manning, 2008). The language model
is often built with an n-gram model and the conditional probability of the current
word given the n− 1 history words is estimated based on the relative frequency of
the word sequence (Chen and Goodman, 1999).

According to the above analysis, two crucial challenges hinder the improvement
of conventional SMT. The first challenge is data sparsity. Using discrete symbolic
representations, conventional SMT is prone to learn poor estimates of model param-
eters on low-count events. This is undesirable because complex features, which can
capture more contextual information, tend to be observed infrequently on the train-
ing data. As a result, conventional SMT has to use simple features. For example,
the maximum phrase length is usually set to 7 and the language model only uses
4-grams (Koehn et al., 2003).

The second challenge is feature engineering. Although log-linear models are ca-
pable of incorporating a large amount of features (Chiang et al., 2009), it is still
hard to find features expressive enough to cover all translation phenomena. Standard
practice in feature design for SMT usually begins with designing feature templates
manually, which capture local lexical and syntactic information. Then, millions of
features can be generated by applying the templates to training data. Most of these
features are highly sparse, making it very challenging to estimate feature weights.

In recent years, deep learning techniques have been exploited to address the
above two challenges for SMT. Deep learning is not only capable of alleviating the
data sparsity problem by introducing distributed representations instead of discrete
symbolic representations, but also circumventing the feature engineering problem
by learning representations from data. In the following, we will introduce how deep
learning is used to improve a variety of key components of SMT: word alignment
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(Section 6.3.1), translation rule probability estimation (Section 6.3.2), phrase re-
ordering model (Section 6.3.3), language model (Section 6.3.4), and model feature
combination (Section 6.3.5).

6.3 Component-wise Deep Learning for Machine Translation

6.3.1 Deep Learning for Word Alignment

6.3.1.1 Word Alignment

Word alignment aims to identify the correspondence between words in paral-
lel sentences (Brown et al., 1993; Vogel et al., 1996). Given a source sentence
x = x1, . . . ,x j, . . . ,xJ and its target translation y = y1, . . . ,yi, . . . ,yI , the word align-
ment between x and y is defined as z = z1, . . . ,z j, . . . , ...,zJ in which z j ∈ [0, I] and
z j = i indicates that x j and yi are aligned. Fig. 6.2 shows an alignment matrix.

In SMT, word alignment often serves as a latent variable in generative translation
models (see Eq. (6.4)). As a result, a word alignment model is usually represented
as P(x,z|y;θθθ). The HMM model (Vogel et al., 1996) is one of the most widely used
alignment models, which is defined as

P(x,z|y;θθθ) =
J

∏
j=1

p(z j|z j−1, I)× p(x j|yz j). (6.8)

where alignment probabilities p(z j|z j−1, I) and translation probabilities p(x j|yz j)
are model parameters.

Let {〈x(s),y(s)〉}S
s=1 be a set of sentence pairs. The standard training objective is

to maximize the log-likelihood of the training data:

θ̂θθ = argmax
θθθ

{
S

∑
s=1

logP(x(s)|y(s);θθθ)

}
. (6.9)

Given learned model parameters θ̂θθ , the best alignment of a sentence pair 〈x,y〉
can be obtained by

ẑ = argmax
z

{
P(x,z|y; θ̂θθ)

}
. (6.10)

6.3.1.2 Feed-Forward Neural Networks for Word Alignment

Although simple and tractable, classical alignment models that use discrete sym-
bolic representations suffer from a major limitation: they fail to capture more con-
textual information due to data sparsity. For example, both the alignment probabili-
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ties p(z j|z j−1, I) and translation probabilities p(x j|yz j) fail to include the surround-
ing context in x and y to better capture alignment regularities.

To address this problem, Yang et al. (2013) propose a context-dependent deep
neural network for word alignment. The basic idea is to enable the alignment model
to capture more context information by exploiting continuous representations. This
can be done by using feed-forward neural networks.

Given a source sentence x = x1, . . . ,x j, . . . ,xJ , we use xxx j to denote the vec-
tor representation of the j-th source word x j. Similarly, yyyi denotes the vector
representation of the i-th target word yi. Yang et al. (2013) propose to model
p(x j|yi,C(x, j,w),C(y, i,w)) instead of p(x j|yi) to include more contextual infor-
mation, where w is a window size and the source and target contexts are defined
as

C(x, j,w) = x j−w, . . . ,x j−1,x j+1, . . . ,x j+w (6.11)
C(y, i,w) = yi−w, . . . ,yi−1,yi+1, . . . ,yi+w (6.12)

Therefore, the feed-forward neural network takes the concatenation of word em-
beddings of the source and target sub-strings as input:

h(0) = [xxx j−w; . . . ;xxx j+w;yyyi−w; . . . ;yyyi+w] (6.13)

Then, the first hidden layer is calculated as

h(1) = f (W(1)h(0)+b(1)) (6.14)

where f (·) is a non-linear activation function1, W(1) is the weight matrix at the first
layer and b(1) is the bias term at the first layer.

Generally, the l-th hidden layer can be recursively computed by

h(l) = f (W(l)h(l−1)+b(l)) (6.15)

Yang et al. (2013) define the final layer as a linear transformation without activa-
tion function:

tlex(x j,yi,C(x, j,w),C(y, i,w),θθθ) = W(L)h(L−1)+b(L) (6.16)

Note that tlex(x j,yi,C(x, j,w),C(y, i,w),θθθ) ∈ R is a real-valued score that indicates
how likely x j is a translation of yi.

Therefore, the context-dependent translation probability can be obtained by nor-
malizing the scores:

p(x j|yi,C(x, j,w),C(y, i,w) =
exp
(
tlex(x j,yi,C(x, j,w),C(y, i,w),θθθ)

)
∑x∈Vx exp

(
tlex(x,yi,C(x, j,w),C(y, i,w),θθθ)

)(6.17)

1 Yang et al. (2013) employ f (·) = htanh(·) in their work.



164 6 Deep Learning in Machine Translation

where Vx is the source language vocabulary.
In practice, as it is computationally expensive to enumerate all source words

to compute translation probabilities, Yang et al. (2013) only use the translation
score tlex(x j,yi,C(x, j,w),C(y, i,w),θθθ) instead. Fig. 10.14(a) illustrates the network
structure for the translation score calculation.

As for the alignment probability p(z j|z j−1, I), Yang et al. (2013) employ the un-
normalized alignment score taign(z j|z j−1,x,y) and simplify the calculation as fol-
lows:

talign(z j|z j−1,x,y) = talign(z j− z j−1) (6.18)

where talign(z j − z j−1) is modeled by 17 parameters, each of which is associated
with a specific alignment distance d = z j− z j−1 (from d =−7 to d = 7 and d ≤−8,
d ≥ 8).

6.3.1.3 Recurrent Neural Networks for Word Alignment

The feed-forward neural network considers only the previous alignment z j−1 when
computing the alignment score talign(z j|z j−1,x,y)) and neglects the history informa-
tion before z j−1. Instead of applying the generative model (see Eq. 6.8) to search the
best word alignment, Tamura et al. (2014) resort to using a recurrent neural network
(RNN) to directly calculate the alignment score of z = zJ

1:

Input 

Lookup 

Table 

𝒉 1  

𝒉 2  

𝒉 0  
ℎ𝑡𝑎𝑛ℎ 𝑾 1 × 𝒉 0 + 𝒃 1  

ℎ𝑡𝑎𝑛ℎ 𝑾 2 × 𝒉 1 + 𝒃 2  

𝑾 3 × 𝒉 2 + 𝒃 3  

𝑡𝑙𝑒𝑥 𝑥𝑗 , 𝑦𝑖 , 𝐶 𝒙, 𝑗, 1 , 𝐶 𝒚, 𝑖, 1  

𝑎  

𝑥𝑗−1 𝑥𝑗 𝑥𝑗+1 𝑦𝑖−1 𝑦𝑖  𝑦𝑖+1 Input 

Lookup 

Table 

𝒉𝑗 

𝒗𝑗 
ℎ𝑡𝑎𝑛ℎ 𝑾𝑑 × 𝑣𝑗 + 𝑼𝑑 × ℎ𝑗−1 + 𝒃𝑑  
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𝑗−1

, 𝑥𝑗 , 𝑦𝑧𝑗  

𝑏  

𝑥𝑗 𝑦𝑧𝑗  

𝒉𝑗−1 

𝑾×𝒉𝑗 + 𝒃  

Fig. 6.3: Deep learning based word alignment model: (a) feed-forward neural net-
work for the lexical translation score prediction; (b) recurrent neural network for
distortion score calculation.
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sRNN(zJ
1|x,y) =

J

∏
j=1

talign(z j|z j−1
1 ,x j,yz j) (6.19)

It is easy to see that RNN predicts the alignment score of z j by conditioning it on
all of the history alignments z j−1

1 . Fig. 10.14(b) gives an illustration of the RNN
structure to calculate the score of z j (talign(z j|z j−1

1 ,x j,yz j)).
First, the source word x j and the target word yz j are projected into the vector

representations which are further concatenated to from an input v j. The previous
RNN hidden state h j−1 is another input and the new hidden state h j is calculated as
follows:

h j = f (Wdv j +Udh j−1 +bd) (6.20)

in which f (·) = htanh, Wd and Ud are weight matrices, and bd is the bias term.
Note that, in contrast to the classic RNN in which the same weight matrix is used
at different time steps, Wd , Ud and bd are dynamically determined according to the
alignment distance d = z j−z j−1. Following Yang et al. (2013), Tamura et al. (2014)
also choose 17 values for d and there are 17 different matrices for Wd (W≤−8, W−7,
· · · , W7, W≥8). Ud and bd are similar.

Then, the alignment score of z j is obtained with a linear transformation of the
current RNN hidden state:

talign(z j|z j−1
1 ,x j,yz j) = Wh j +b (6.21)

Through extensive experiments, Tamura et al. (2014) report that recurrent neural
networks outperform feed-forward neural networks in word alignment quality on
the same test set and suggest that recurrent neural networks are able to capture long
dependency by trying to memorize all the history information.

6.3.2 Deep Learning for Translation Rule Probability Estimation

Given the word aligned training sentence pairs, all the translation rules satisfy-
ing the word alignment can be extracted. In phrase-based SMT, we may extract
a huge number of phrasal translation rules for one source phrase. It becomes a
key issue to choose the most appropriate translation rules during decoding. Con-
ventionally, translation rule selection is usually performed according to the rule’s
translation probability which is calculated using the co-occurrence statistics in the
bilingual training data (Koehn et al., 2003). For example, the conditional probability
p(yi+l

i |x
j+k
j ) for the phrasal translation rule 〈x j+k

j ,yi+l
i 〉 is computed with maximum

likelihood estimation (MLE):

p(yi+l
i |x

j+k
j ) =

count(x j+k
j ,yi+l

i )

count(x j+k
j )

(6.22)
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The MLE method is prone to encounter the data sparsity problem and the esti-
mated probability will be incorrect for infrequent phrasal translation rules. Further-
more, the MLE method cannot capture the deep semantics of the phrasal rules and
explore the larger contexts beyond the phrase of interest. In recent years, deep learn-
ing based methods are proposed to better estimate the quality of a translation rule
using distributed semantic representations and more contextual information.

For a phrasal translation rule 〈x j+k
j ,yi+l

i 〉, Gao et al. (2014) attempt to calculate

the translation score score(x j+k
j ,yi+l

i ) in a low-dimensional vector space. The main
idea of the method is shown in Fig. 6.4.

A feed-forward neural network with two hidden layers is employed to map the
word string (phrase) into an abstract vector representation. Take the source phrase
x j+k

j for example, it starts with bag-of-words one-hot representation h(0)
x , followed

by two hidden layers:

h(1)
x = f (W(1)

x h(0)
x +b(1)

x ) (6.23)

h(2)
x = f (W(2)

x h(1)
x +b(2)

x ) (6.24)

where the activation function is set f (·) = tanh(·). h(2)
y for the target phrase yi+l

i can
be learned in the same manner. Then, the dot-product between the source and target
phrase representations is used as the translation score, namely score(x j+k

j ,yi+l
i ) =

Source Phrase 
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0
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0

 

Fig. 6.4: Bag-of-words distributed phrase representations for phrasal translation
rules and the goal is to learn evaluation metric (BLEU) sensitive phrase embed-
dings.The dot-product similarity between source and target phrase is employed as
the translation score in SMT.
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h(2)
x

T
h(2)

y . The network parameters, such as word embeddings and weight matrix,
are optimized to maximize the score of the phrase pairs which can lead to better
translation quality (e.g. BLEU) in the validation set.

The distributed representation for phrases alleviates the data sparsity problem to
large extent and the learned phrase presentations are sensitive to evaluation metrics.
However, it is worth noting that, due to bag-of-words modeling, this method cannot
capture the word order information of a phrase, which is very important to deter-
mining the meaning of a phrase. For example, cat eats fish is totally different from
fish eats cat even though they share the same bag-of-words.

Accordingly, Zhang et al. (2014a,b) propose to model the word order in a phrase
and capture the semantics of the phrase by using bilingually-constrained recursive
autoencoders (BRAE). The basic idea behind is that a source phrase and its cor-
rect target translation share the same meaning, and should share the same semantic
vector representation. The framework of this method is illustrated in Fig. 6.5. Two
recursive autoencoders are employed to learn the initial embeddings (x3

1, y4
1) of the

source and target phrases for the rule 〈x3
1,y

4
1〉. A recursive autoencoder applies the

same autoencoder for each node in the binary tree. The autoencoder takes two vec-
tor representations (e.g. x1 and x2) as inputs, and generates the phrase representation
(x2

1) as follows:

x2
1 = f (Wx[x1;x2]+bx) (6.25)

From x2
1, the autoencoder tries to reconstruct the inputs:

[x′1,x′2] = f (W′
xx2

1 +b′x) (6.26)

Source phrase 𝑥1
3  and target phrase 𝑦1

4 are translations with each other 

Lookup Table 

𝑥1 𝑥2 𝑥3 𝑦1 𝑦2 𝑦3 𝑦4 

𝑡𝑎𝑛ℎ 𝑾𝑥 × 𝒙1; 𝒙2  

𝑡𝑎𝑛ℎ 𝑾𝑥 × 𝒙1
2; 𝒙3  

𝒚1 𝒙1 𝒙2 𝒙3 

𝒙1
2 

𝒙1
3 

𝑡𝑎𝑛ℎ 𝑾𝑦 × 𝒚3; 𝒚4  𝒚2 𝒚3 𝒚4 

𝒚1
2 𝒚3

4 

𝒚1
4 

𝑡𝑎𝑛ℎ 𝑾𝑦 × 𝒚1
2; 𝒚3

4  

argmin
𝜃

𝑓 𝑥1
3, 𝑦1

4 ; 𝜃  

Fig. 6.5: Bilingually-constrained phrase embeddings using recursive autoencoders
that take word order into consideration. The goal is to learn semantic representation
of a phrase.
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The network parameters are optimized to minimize the following reconstruction
error:

Erec[x1,x2] =
1
2
‖[x1,x2]− [x′1,x′2]‖2 (6.27)

In the recursive autoencoder, the network parameters are trained to minimize the
sum of the reconstruction errors at each node. To capture semantics of the phrase,
besides the reconstruction error, the objective is also designed to minimize the se-
mantic distance between the translation equivalents and maximize the semantic dis-
tance between the non-translation pairs simultaneously. After the network parame-
ters and the word embeddings are optimized, the method can learn semantic vector
representations of any source and target phrase. The similarity between two phrases
in the semantic vector space (e.g. cosine similarity) is used as the translation confi-
dence of the corresponding phrasal translation rule. With the help of semantic simi-
larities, translation rule selection is much more accurate. Su et al. (2015) and Zhang
et al. (2017a) propose to enhance the model BRAE and further improve the transla-
tion quality.

The above two methods focus on the phrasal translation rule itself and do not
consider much more contexts. Devlin et al. (2014) propose a joint neural network
model aiming at modeling both of the source and target side context to predict the

Input 

Lookup 

Table 

𝒉 1  

𝒉 2  

𝒉 0  
𝑡𝑎𝑛ℎ 𝑾 1 × 𝒉 0 + 𝒃 1  

𝑡𝑎𝑛ℎ 𝑾 2 × 𝒉 1 + 𝒃 2  

𝑝 𝑦𝑖|𝑥𝑗−𝑤⋯𝑥𝑗+𝑤, 𝑦𝑖−3, 𝑦𝑖−2, 𝑦𝑖−1  

𝑦𝑖−3 𝑦𝑖−2 𝑦𝑖−1 𝑥𝑗−𝑤 ⋯ 𝑥𝑗 ⋯ 𝑥𝑗+𝑤 

𝑠𝑜𝑓𝑡𝑚𝑎𝑥 𝒉 2  

Fig. 6.6: Joint learning for target translation word prediction with a feed-forward
neural network. The input includes the source-side context surrounding the central
word and the target-side history. The output is the predicted conditional probability
of next target word.
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translation probability. The idea is very simple: for a target word yi to predict, we can
track its corresponding source-side word (central source word x j) according to the
translation rule2. Then, the source context in a window centering x j can be obtained,
x j−w · · ·x j · · ·x j+w (e.g. w = 5). The vector representations of the source context
and the target history translation yi−3ey−2ey−1 are concatenated as the input of a
feed-forward neural network as shown in Fig. 6.6. Following two hidden layers, a
softmax function outputs the probability of the word yi. Since much more contextual
information is captured, the predicted translation probability becomes much more
reliable.

However, the source-side context depends on the fix-sized window and cannot
capture the global information. To solve this problem, Zhang et al. (2015) and Meng
et al. (2015) try to learn the semantic representation for the source-side sentence
and use the global sentence embedding as the additional input to augment the above
joint network model. This kind of methods can perform better when a target word
translation needs the sentence-level knowledge to disambiguate.

有 邦交 ℎ𝑎𝑣𝑒 𝑡ℎ𝑒 𝑑𝑖𝑝𝑙𝑜𝑚𝑎𝑡𝑖𝑐 𝑟𝑒𝑙𝑎𝑡𝑖𝑜𝑛𝑠 𝑤𝑖𝑡ℎ 𝑁𝑜𝑟𝑡ℎ 𝐾𝑜𝑟𝑒𝑎 与 北韩 

𝒉𝑥
1  𝒉𝑦

1  𝒉𝑦
0  𝒉𝑥

0 

𝑡𝑎𝑛ℎ 𝑊 𝒉𝑥
0 , 𝒉𝑦

0 , 𝒉𝑥
1 , 𝒉𝑦

1 + 𝒃  

𝑝 𝑚𝑜𝑛𝑜  𝑝 𝑠𝑤𝑎𝑝  

𝑠𝑚𝑜𝑛𝑜 𝑠𝑠𝑤𝑎𝑝 
𝑠𝑜𝑓𝑡𝑚𝑎𝑥 𝑠𝑚𝑜𝑛𝑜, 𝑠𝑠𝑤𝑎𝑝  

Fig. 6.7: A neural phrase reordering model in which four phrases in two phrasal
translation rules are mapped into distributed representations using recursive autoen-
coders, and a feed-forward network is employed to predict the probability of re-
ordering.
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6.3.3 Deep Learning for Reordering Phrases

For a source language sentence x = xJ
1, phrasal translation rules match the sentence,

segment the word sequence xJ
1 into phrase sequence and map each source phrase

into the target language phrase using the neural rule selection model discussed in
the previous section. The next task needs to rearrange the target phrases to pro-
duce a well-formed translation. This phrase reordering task is usually casted as
a binary classification problem for any two neighboring target phrases: keep the
two phrases in order (monotone) or swap the two phrases. For the two neighbor-
ing source phrases x0 = yu beihan, x1 = you bangjiao, and their translation candi-
dates y0 =with North Korea and y1 = have the diplomatic relations, the reordering
model utilizes only the boundary discrete words of the four phrases as features and
adopts a maximum entropy model to predict the reordering probability (Xiong et al.,
2006):

p(o|x0,x1,y0,y1) =
∑i{λi fi(x0,x1,y0,y1,o)}

∑
′
o ∑i{λi fi(x0,x1,y0,y1,o′)}

(6.28)

where fi(x0,x1,y0,y1,o) and λi denote the discrete word features and their corre-
sponding feature weights. o indicates the reordering type, o = mono or o = swap.
The reordering model using discrete symbols as features faces a serious issue of
data sparseness. Furthermore, it cannot make full use of the whole phrase informa-
tion and fails to capture the similar reordering patterns.

Learning feature representations of the phrases in the real-valued vector space
can alleviate the data sparsity problem and fully exploit the whole phrase infor-
mation for reordering. Li et al. (2013, 2014) propose a neural phrase reordering
model as shown in Fig. 6.7. The neural phrase reordering model first applies the
recursive autoencoders to learn the distributed representations of the four phrases,
x0,y0,x1,y1. Then, a feed-forward neural network is employed to convert the four
vectors into a score vector consisting of two elements smono and sswap using the
following equation:

[smono,sswap] = tanh(W[x0,y0,x1,y1]+b) (6.29)

Finally, a softmax function is leveraged to normalize the two scores smono and
sswap into two probabilities p(mono) and p(swap). The network parameters and
word embeddings in the neural reordering model is optimized to minimize the fol-
lowing semi-supervised objective function:

2 For example, if a phrasal rule 〈you bangjiao, have diplomatic relations〉 matches
the source sentence “aozhou shi yu beihan you bangjiao de shaoshu guojia
zhiyi”, the central source word will be bangjiao for predicting the target word relations.
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Err = αErec(x0,x1,y0,y1)+(1−α)Ereorder((x0,y0),(x1,y1)) (6.30)

In which, Erec(x0,x1,y0,y1) is the sum of the reconstruction errors of recursive au-
toencoders for the four phrases and Ereorder((x0,y0),(x1,y1)) is the phrase reorder-
ing loss which is calculated with cross-entropy error function. α is employed to bal-
ance these two kinds of errors. This semi-supervised recursive autoencoder demon-
strates that it can automatically group the phrases sharing the similar reordering
patterns and leads to much better translation quality.

6.3.4 Deep Learning for Language Modeling

During phrase reordering, any two neighboring partial translations (target phrases)
are composed into a bigger partial translation. The language model performs the
task to measure whether the (partial) translation hypothesis is more fluent than oth-
ers. The conventional SMT employs the most popular count-based n-gram language
model whose conditional probability is calculated as follows:

p(yi|yi−1
i−n+1) =

yi
i−n+1

yi−1
i−n+1

(6.31)

Similar to the rule probability estimation and the reordering model, the string-
match based n-gram language model faces the severe data sparsity problem and
cannot take full advantage of the semantically similar but surface different contexts.
To alleviate this problem, deep learning based language models are introduced to es-
timate the probability of a word conditioned on the history context in the continuous
vector space.

Bengio et al. (2003) designed a feed-forward neural network as shown in Fig. 6.8(a)
to learn the n-gram model in the continuous vector space. Vaswani et al. (2013) in-
tegrate this neural n-gram language model into SMT. During SMT decoding (phrase
reordering and composition in phrase-based SMT), it is easy to find the partial his-
tory context (e.g. four words yi−4,yi−3,yi−2,yi−1) before the current word yi in each
decoding step. Thus, the neural n-gram model can be incorporated into the SMT
decoding stage. Just as Fig. 6.8(a) illustrates, the fix-sized history words are first
mapped into real-valued vectors which are then combined to feed the following two
hidden layers. Finally, the softmax layer outputs the probability of the current word
given the history context p(yi|yi−1

i−4). Large-scale experiments indicate that the neural
n-gram language model could significantly improve the translation quality.

The n-gram language model assumes that generation of the current word depends
only on the previous n− 1 words, which is not the case in practice. In order to
relax this assumption, recurrent neural network (including LSTM and GRU) tries
to model all the history information when predicting the current word. As shown in
Fig. 6.8(b), a sentence start symbol y0 =< s > and the initial history context h0

3 are

3 h0 is usually set to all zeros.
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input into a recurrent neural network unit. It gets a new history context h1 which is
used to predict the probability of y1 using the following equation:

h1 = RNN(h0,y0) (6.32)

In addition to the simple function (e.g. tanh(Whh0 +Wyy0 +b)), RNN(·) can use
LSTM or GRU. h1 and y1 are then employed to obtain the new history h2 that is be-
lieved to remember y0 to y1. h2 is utilized to predict p(y2|y1

0). This process iterates.
When predicting the probability of yi, all the history context yi−1

0 can be used. Since
the recurrent neural language model needs the entire history to predict a word while
it is very difficult to record all the history during SMT decoding, this language model
is usually employed to rescore the final n-best translation hypotheses. Auli and Gao
(2014) try to integrate the recurrent neural language model into the SMT decoding
stage with additional efforts and some improvements can be achieved compared to
only rescoring.

𝒉 1  

𝒉 2  

𝒉 0  

𝑝 𝑦𝑖|𝑦𝑖−4, 𝑦𝑖−3, 𝑦𝑖−2, 𝑦𝑖−1  

𝑠𝑜𝑓𝑡𝑚𝑎𝑥 𝒉 2  

𝑦𝑖−3 𝑦𝑖−2 𝑦𝑖−1 𝑦𝑖−4 ℎ0 

𝑦0 = 𝑠  𝑦1 

⋯ 

ℎ1 ℎ2 ℎ𝑖−1 

𝑦2 𝑦𝑖−1 

ℎ𝑖  

𝑦𝑖  

𝑝 𝑦1|𝑦0  𝑝 𝑦2|𝑦0
1  𝑝 𝑦𝑖|𝑦0

𝑖−1  

𝑎  𝑏  

⋯ 

𝑡𝑎𝑛ℎ 𝑾 1 × 𝒉 0 + 𝒃 1  

𝑡𝑎𝑛ℎ 𝑾 2 × 𝒉 1 + 𝒃 2  

Fig. 6.8: Two popular neural language models: (a) the feed-forward neural network
for language model which exploits a fix-sized window context; (b) the recurrent
neural network for language model that takes full advantage of all the history context
before the current word.
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6.3.5 Deep Learning for Feature Combination

Suppose that we have two phrasal translation rules4 (x1,y1) and (x2,y2), and they
happen to exactly match two neighboring source phrases xk

i and x j
k+1 in a test sen-

tence. Then, these two rules can be composed using the phrase reordering model to
obtain the translation candidate for the longer source phrase x j

i . In this case, we need
to determine whether the monotone composition y1y2 is better than the swapped
composition y2y1. Based on the above introductions in the previous sections, the
two translation candidates can be evaluated with at least three sub-models: the rule
probability estimation model, the phrase reordering model and the language model.
We will have three scores5 for each of the translation candidate: st(y1y2), sr(y1y2),
sl(y1y2) and st(y2y1), sr(y2y1), sl(y2y1). The final task needs to design a feature
combination mechanism that maps the three model scores into one overall score so
that the translation candidates can be compared with each other.

In the last decade, the log-linear model dominates the SMT community. It com-
bines all the sub-model scores in a linear way as shown in Fig. 6.9(a). The log-linear
model assumes that all the sub-model features interact linearly with each other and
thus limits the expressive power of the SMT model. In order to capture the com-
plex interactions between different sub-model features, Huang et al. (2015) propose
a neural network model to combine the feature scores in a non-linear manner as
illustrated in Fig. 6.9(b).

Compared to the log-linear model, the neural combination model maps all the
sub-model scores into one overall score using the following equation:

𝒚∗ = argmax
𝒚
 𝜆𝑖ℎ𝑖 𝒙, 𝒚

𝑖

 

𝑎  𝑏  

𝒚∗ = argmax
𝒚
𝑓𝑜 𝑊𝑜 ∙ 𝑓ℎ 𝑊ℎ ∙ ℎ1

𝑚 𝒙, 𝒚  

⋮ 

ℎ1 𝒙, 𝒚  

ℎ2 𝒙, 𝒚  

ℎ𝑚 𝒙, 𝒚  

𝑊𝜆 

 𝜆𝑖
𝑖
ℎ𝑖 𝒙, 𝒚  

⋮ 

ℎ1 𝒙, 𝒚  

ℎ2 𝒙, 𝒚  

ℎ𝑚 𝒙, 𝒚  

𝑓𝑜 𝑊𝑜 ∙ 𝑓ℎ 𝑊ℎ ∙ ℎ1
𝑚 𝒙, 𝒚  

Fig. 6.9: Different framework for model feature combination: (a) log-linear model
that combines the model features in a linear way; (b) non-linear neural model which
makes full use of the model features in a non-linear space.

4 For example, the two phrasal translation rules are respectively (yu beihan,with North Korea)
and (you bangjiao,have the diplomatic relations).
5 The scores are usually log-probabilities.



174 6 Deep Learning in Machine Translation

sneural(e) = fo(Wo · fh(Wh ·hm
1 (x,y))) (6.33)

In which, we omit the bias term in the hidden layer and the output layer for sim-
plification. hm

1 (x,y) denotes m sub-model feature scores, such as translation prob-
ability, reordering model probability and language model probability. Wh and Wo
are weight matrices for the hidden layer and the output layer respectively. fh(·) and
fo(·) are activation functions for the hidden layer and the output layer. It is found
best to set fh(·) = sigmoid(·) and set fo(·) to be a linear function.

Parameter optimization of the neural combination model is much more difficult
than that of the log-linear model. In the log-linear model, the weights of the sub-
models can be efficiently tuned with the MERT (Minimum Error Rate Training)
method (Och, 2003), which searches the best weights by enumerating the model
scores of all the translation candidates and utilizing the interactions between the lin-
ear functions to generate a well-formed search space. However, it is infeasible to
obtain the interactions of the non-linear functions employed by the neural combina-
tion model. To solve this problem, Huang et al. (2015) resort to the ranking based
training criteria and the objective function is designed as follows:

argminθ
1
N ∑x∈D ∑(y1,y2)∈T (x) δ (x,y1,y2;θ)+λ · ‖θ‖1 (6.34)

δ (x,y1,y2;θ) = max{sneural(x,y2;θ)− sneural(x,y1;θ)+1,0} (6.35)

In the above equation, D is the sentence aligned training data. (y1,y2) is the
core of this training algorithm and denotes the training hypothesis pair, in which
y1 is a better translation hypothesis than y2 according to sentence-level BLEU+1
evaluation. The model aims at optimizing the network parameters so as to guarantee
that better translation hypotheses get higher network scores. T (x) is the hypothesis
pair set for each training sentence x and N is the total number of hypothesis pairs in
the training data D.

For a training sentence x, it remains unclear how to efficiently sample the hypoth-
esis pairs (y1,y2). Ideally, y1 should be the correct translation (or reference transla-
tion) and y2 is any other translation candidate. However, the correct translation does
not exist in the search space of SMT in most cases due to many reasons, such as
beam size limit, reordering distance constraints and unknown words. Accordingly,
Huang et al. (2015) attempt to sample (y1,y2) in the n-best translation list Tnbest us-
ing three methods: (1) Best vs. Rest: y1 is chosen to be the best candidate in Tnbest
and y2 can be any of the rest; (2) Best vs. Worst: y1 and y2 are chosen to be the best
and worst candidates in Tnbest respectively; (3) Pairwise: sample two hypotheses
from Tnbest , y1 is set to be the better candidate and y2 is the worse one.

Extensive experiments on Chinese-to-English translation demonstrate that the
neural non-linear model feature combination significantly outperforms the log-
linear framework in translation quality.
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6.4 End-to-End Deep Learning for Machine Translation

6.4.1 The Encoder-Decoder Framework

Research on component-wise deep learning for SMT is very active from 2013 to
2015. The log-linear model facilitates any integration of the deep learning based
translation features. Various kinds of neural network structures have been designed
to improve different sub-modules and the overall SMT performance has be up-
graded significantly , for example, the joint neural model proposed by Devlin et al.
(2014) achieved a surprising improvement of more than 6 BLEU points on Arabic-
to-English translation. However, although deep learning is used to improve key com-
ponents, SMT still uses linear modeling that is unable to deal with non-linearities in
textual data. In addition, the global dependency required by newly-introduced neu-
ral features makes it impossible to design efficient dynamic programming training
and decoding algorithms for SMT. Therefore, it is necessary to find new ways to
improve machine translation using deep learning.

End-to-end neural machine translation (NMT) (Sutskever et al., 2014; Bahdanau
et al., 2015) aims to directly map natural languages using neural networks. The
major difference from conventional statistical machine translation (SMT) (Brown
et al., 1993; Och and Ney, 2002; Koehn et al., 2003; Chiang, 2007) is that NMT is
capable of learning representations from data, without the need to design features to
capture translation regularities manually.

Given a source-language sentence x= x1, . . . ,xi, . . . ,xI and a target-language sen-
tence y = y1, . . . ,y j, . . . ,yJ , standard NMT decomposes the sentence-level transla-
tion probability as a product of context-dependent word-level translation probabili-
ties:

P(y|x;θθθ) =
J

∏
j=1

P(y j|x,y< j;θθθ) (6.36)

where y< j = y1, . . . ,y j−1 is a partial translation.
The word-level translation probability can be defined as

P(y j|x,y< j;θθθ) =
exp
(
g(x,y j,y< j,θθθ)

)
∑y exp

(
g(x,y,y< j,θθθ)

) (6.37)

where g(x,y j,y< j,θθθ) is a real-valued score that indicates how well the j-th target
word y j is given the source context x and target context y< j.

A major challenge is that the source and target contexts are highly sparse, espe-
cially for long sentences. To address this problem, Sutskever et al. (2014) propose to
use a recurrent neural network (RNN), which is referred to as an encoder, to encode
the source context x into a vector representation.
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x1 x2 x3
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Fig. 6.10: The encoder-decoder framework for end-to-end neural machine trans-
lation. Given a source sentence x = x1,x2, an end-of-sentence token (i.e., x3) is
appended to help predict when to terminate during generating target words. After
mapping source words to their vector representations (i.e., xxx1, xxx2, and xxx3), a recur-
rent neural network (i.e., encoder) is used to compute the source-side hidden states
h1, h2, and h3. Then, another recurrent neural network (i.e., decoder) runs to gen-
erate the target sentence word by word. The last source hidden state h3 is used to
initialize the first target hidden state s1, from which the first target word y1 and its
vector representation yyy1 are determined. The first target hidden state s1 and word
vector yyy1 are used to generate the second hidden state s2. This process iterates until
an end-of-sentence token (i.e., y4) is generated.

Fig. 6.10 illustrates the basic idea of an encoder. Given a two-word source sen-
tence x = x1,x2, an end-of-sentence token 〈EOS〉 is appended to control the length
of its translation. After obtaining vector representations of source words, the recur-
rent neural network runs to generate hidden states:

hi = f (xxxi,hi−1,θθθ) (6.38)

where hi is the i-th hidden state, f (·) is a non-linear activation function, xxxi is the
vector representation of the i-th source word xi.

For the non-linear activation function f (·), long short-term memory (LSTM)
(Hochreiter and Schmidhuber, 1997) and gated recurrent units (GRUs) (Cho et al.,
2014) are widely used to address the gradient vanishing or explosion problem. This
leads to a significant advantage of NMT over conventional SMT in predicting global
word reordering thanks to the capability of LSTM or GRUs to handle long-distance
dependencies.
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As there is an end-of-sentence symbol “EOS” appended to the source, the length
of the source sentence is I+1 and the last hidden state hI+1 is considered to encode
the entire source sentence x.

On the target side, Sutskever et al. (2014) use another RNN, which is called a
decoder, for generating translations in a word-by-word manner. As shown Fig. 6.10,
each target-side hidden state that represents the target context y< j is calculated as

s j =

{
hI+1 if j = 1
f (yyy j−1,s j−1,θθθ) otherwise (6.39)

Note that the source sentence representation hI+1 is only used to initialize the first
target-side hidden state s1.

With the target-side hidden state s j, the scoring function g(x,y j,y< j,θθθ) can be
simplified to g(y j,s j,θθθ) that is calculated by another neural network. Please refer to
(Sutskever et al., 2014) for more details.

Given a set of parallel sentences {〈x(s),y(s)〉}S
s=1, the standard training objective

is to maximize the log-likelihood of the training data:

θ̂θθ = argmax
θθθ

{
L(θθθ)

}
(6.40)

where the log-likelihood is defined as

L(θθθ) =
S

∑
s=1

logP(y(s)|x(s);θθθ) (6.41)

Standard mini-batch stochastic gradient descent algorithms can be used to opti-
mize model parameters.

Given learned model parameters θ̂θθ , the decision rule for translating an unseen
source sentence x is given by

ŷ = argmax
y

{
P(y|x; θ̂θθ)

}
(6.42)

6.4.2 Neural Attention in Machine Translation

In the original encoder-decoder framework (Sutskever et al., 2014), the encoder
needs to represent the entire source sentence as a fixed-length vector regardless
of the sentence length, which is used to initialize the first target-side hidden state.
Bahdanau et al. (2015) indicate that this may make it difficult for neural networks to
deal with long-distance dependencies. Empirical results reveal that the translation
quality of the original encoder-decoder framework deceases significantly with the
increase of sentence length (Bahdanau et al., 2015).
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Fig. 6.11: Attention-based neural machine translation. Unlike the original encoder-
decoder framework, the new encoder exploits bidirectional RNNs to compute for-
ward and backward hidden states, which are concatenated to serve as context-
dependent representations of each source word. Then, the attention mechanism is
used to calculate a dynamic source context c j ( j = 1, . . . ,4) for each target word,
which involves the generation of corresponding target hidden state s j.

To address this problem, Bahdanau et al. (2015) introduce an attention mech-
anism to dynamically select relevant source context for generating a target word.
As shown in Fig. 6.11, the attention-based encoder leverages bidirectional RNNs to
capture global contexts:

−→
h i = f (xxxi,

−→
h i−1,θθθ) (6.43)

←−
h i = f (xxxi,

←−
h i+1,θθθ) (6.44)

where
−→
h i denotes the forward hidden state of the i-th source word xi that captures

the context on the left,
←−
h i denotes the backward hidden state of xi that captures the

context on the right. Therefore, the concatenation of forward and backward hidden
states hi = [

−→
h i;
←−
h i] is capable of capturing sentence-level context.

The basic idea of attention is to find relevant source context for target word gen-
eration. This is done by first calculating attention weight:

α j,i =
exp
(
a(s j−1,hi,θθθ)

)
∑

I+1
i′=1 exp

(
a(s j−1,hi′ ,θθθ)

) (6.45)
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where the alignment function a(s j−1,hi,θθθ) evaluates how well the inputs around
position i and the output at position i are related.

Then, the source context vector c j is computed as a weighted sum of source
hidden states:

c j =
I+1

∑
i=1

α j,ihi (6.46)

As a result, the target hidden state can be calculated as

s j = f (y j−1,s j−1,c j,θθθ) (6.47)

The major difference of attention-based NMT (Bahdanau et al., 2015) from the
original encoder-decoder framework (Sutskever et al., 2014) is the way to calcu-
lating source context. The original framework only uses the last hidden state to
initialize the first target hidden state. It is unclear how the source context controls
the generation of target words, especially for words near the end of long sentences.
In contrast, the attention mechanism enables each source word to contribute to the
generation of a target word according to attention weight regardless of the position
of the target word. This strategy proves to be very effective in improving translation
quality, especially for long sentences. Therefore, the attention-based approach has
become the de facto approach in neural machine translation.

6.4.3 Addressing Technical Challenges of Large Vocabulary

Although end-to-end NMT (Sutskever et al., 2014; Bahdanau et al., 2015) has deliv-
ered state-of-the-art translation performance across a variety of language pairs. One
of the major challenges NMT faces is how to address the efficiency problem caused
by target language vocabulary.

As the word-level translation probability requires normalization over all target
words (see Eq. (6.37)), the log-likelihood of the training data 〈x(s),y(s)〉 is given by

L(θθθ) =
S

∑
s=1

logP(y(s)|s(s);θθθ) (6.48)

=
S

∑
s=1

J(s)

∑
j=1

logP(y(s)j |x
(s),y(s)< j;θθθ) (6.49)

=
S

∑
s=1

J(s)

∑
j=1

(
g(x(s),y(s)j ,y(s)< j,θθθ)− log ∑

y∈Vy

exp
(
g(x(s),y,y(s)< j,θθθ)

))
(6.50)

where J(s) denotes the length of the s-th target sentence, and Vy denotes the target
vocabulary.
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Training NMT models requires to compute the gradients of log-likelihood:

∇L(θθθ) =
S

∑
s=1

J(s)

∑
j=1

(
∇g(x(s),y(s)j ,y(s)< j,θθθ)−

∑
y∈Vy

P(y|x(s),y(s)< j;θθθ)∇g(x(s),y,y(s)< j,θθθ)
)

(6.51)

It is clear that calculating the gradients involves the enumeration of all target
words in Vy, which makes training NMT model prohibitively slow. In addition, pre-
dicting a target word at position j during decoding also requires enumerating all
target words:

ŷ j = argmax
y∈Vy

{
P(y|x,y< j;θθθ)

}
(6.52)

Therefore, Sutskever et al. (2014) and Bahdanau et al. (2015) have to use a subset
of the full vocabulary, which is restricted to contain 30,000 to 80,000 frequent target
words due to the limit of GPU memory. This significantly deteriorates the translation
quality of source sentences that contain rare words falling out of the subset or out-
of-vocabulary (OOV) words. Hence, it is important to address the large vocabulary
problem to improve the efficiency of NMT.

To address this problem, Luong et al. (2015) propose to identify the correspon-
dence between OOV words in source and target sentences and translate OOV words
in a post-processing step. Table 6.1 shows an example. Given a source sentence
“meiguo daibiaotuan baokuo laizi shidanfu de zhuanjia”, two words “daibiaotuan”
and “shidanfu” are identified as OOV (row 1). Therefore, the two words are replaced
with “OOV”s (row 2). The source sentence with OOV words are translated to a tar-
get sentence with OOV words “the us OOV1 consists of experts from OOV3” (row
3), where the subscripts indicate the relative positions of corresponding source-side
OOVs. In this example, the third target word “OOV1” corresponds to the second
source word “OOV” (i.e., 3−1 = 2) and the eighth target word “OOV3” is aligned
to the fifth source word “OOV” (i.e., 8− 3 = 5). Finally, “OOV1” is replaced with
“delegation”, which is a translation of “daibiaotuan”. This can be done by using
external translation knowledge sources such as bilingual dictionaries.

An alternative approach is to exploit sampling to address the large target vocabu-
lary problem (Jean et al., 2015). As the major challenge for calculating the gradients
is how to efficiently compute the expected gradient of the energy function (i.e., the
second term in Eq. (6.51)), Jean et al. (2015) propose to approximate the expecta-
tion by importance sampling with a small number of samples. Given a predefined
proposal distribution Q(y) and a set of V ′ samples from Q(y), their approximation
is given by
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source w/o OOV meiguo daibiaotuan baokuo laizi shidanfu de zhuanjia
source w/ OOV meiguo OOV baokuo laizi OOV de zhuanjia
target w/ OOV the us OOV1 consists of experts from OOV3
target w/o OOV the us delegation consists of experts from stanford

Table 6.1: Addressing out-of-vocabulary (OOV) words in neural machine transla-
tion. Identified as OOV, infrequent source words such as “daibiaotuan” and “shi-
danfu” are translated in a post-processing step using external knowledge sources
such as bilingual dictionaries. The subscripts of target OOVs indicate the corre-
spondence between source and target OOVs.

∑
y∈Vy

P(y|x(s),y(s)< j;θθθ)∇g(x(s),y,y(s)< j,θθθ)

≈ ∑
y∈V ′

exp
(
g(x(s),y,y(s)< j,θθθ)− logQ(y)

)
∑y′∈V ′ exp

(
g(x(s),y′,y(s)< j,θθθ)− logQ(y′)

)∇g(x(s),y,y(s)< j,θθθ) (6.53)

As a result, computing the normalization constant during training only requires to
sum over a small subset of the target vocabulary, which significantly reduces com-
putational complexity for each parameter update.

Another important direction is to model neural machine translation at character
(Chung et al., 2016; Luong and Manning, 2016; Costa-jussà and Fonollosa, 2016)
or sub-word (Sennrich et al., 2016b) levels. The intuition is that using characters
or sub-words as the basic unit of translation significantly reduces the vocabulary
size since there are always much fewer characters and sub-words as compared with
words.

6.4.4 End-to-End Training to Optimize Evaluation Metric Directly

The standard training objective for neural machine translation is maximum likeli-
hood estimation (MLE), which aims to find a set of model parameters maximizing
the log-likelihood of the training data (see Eq. (6.40) and Eq. (6.41)). Ranzato et al.
(2016) identify two drawbacks of MLE. First, translation models are only exposed
to gold-standard data during training. In other words, when generating a word in
training, all context words are from ground-truth target sentences. However, during
decoding the context words are predicted by models, which are inevitably erroneous.
This discrepancy between training and decoding has a negative effect on translation
quality. Second, MLE only uses a loss function defined at the word level while ma-
chine translation evaluation metrics such as BLEU (Papineni et al., 2002) and TER
(Snover et al., 2006) at often defined at corpus and sentence levels. This discrepancy
between training and evaluation also hinders neural machine translation.

To address this problem, Shen et al. (2016) introduce minimum risk training
(MRT) (Och, 2003; Smith and Eisner, 2006; He and Deng, 2012) into neural ma-
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chine translation. The basic idea is to use evaluation metrics as loss functions to
measure the difference between model predictions and ground-truth translation and
find a set of model parameters to minimize the expected loss (i.e., risk) on the train-
ing data.

Formally, the new training objective is given by

θ̂θθ = argmin
θθθ

{
R(θθθ)

}
(6.54)

The risk on the training data is defined as

R(θθθ) =
S

∑
s=1

∑
y∈Y (x(s))

P(y|x(s);θθθ)∆(y,y(s)) (6.55)

=
S

∑
s=1

Ey|x(s);θθθ

[
∆(y,y(s))

]
(6.56)

where Y (x(s)) is a set of all possible translations of x(s), y is a model prediction,
y(s) is a ground-truth translation, and ∆(y,y(s)) is a loss function calculated using
sentence-level evaluation metrics such as BLEU.

Shen et al. (2016) argue that MRT has the following advantages over MLE. First,
MRT is capable of directly optimizing model parameters with respect to evaluation
metrics. This has proven to effectively improve translation quality by minimizing the
discrepancy between training and evaluation (Och, 2003). Second, MRT accepts ar-
bitrary sentence-level loss functions, which are not necessarily differentiable. Third,
MRT is transparent to model architectures and can be applied to arbitrary neural net-
works and artificial intelligence tasks.

However, a major challenge for MRT is that calculating the gradients requires
enumerating all possible target sentences:

∇R(θθθ) =
S

∑
s=1

∑
y∈Y (x(s))

∇P(y|x(s);θθθ)∆(y,y(s)) (6.57)

To alleviate this problem, Shen et al. (2016) propose to only use a subset of the
full search space to approximate the posterior distribution P(y|x(s);θθθ) as

Q(y|x(s);θθθ ,β ) =
P(y|x(s);θθθ)β

∑y′∈S (x(s)) P(y′|x(s);θθθ)β
(6.58)

where S (x(s))⊂Y (x(s)) is a subset of the full search space that can be constructed
by sampling, and β is a hyper-parameter for controlling the sharpness of the distri-
bution.

Then, the new training objective is defined as
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R̃(θθθ) =
S

∑
s=1

∑
y∈S (x(s))

Q(y|x(s);θθθ ,β )∆(y,y(s)) (6.59)

Ranzato et al. (2016) also propose an approach very similar with MRT. They cast
the sequence generation problem in the reinforcement learning framework (Sutton
and Barto, 1988). The generative model can be viewed as an agent, which takes ac-
tions to predict the next word in the sequence at each time step. The agent receives a
reward when it has reached the end of the sequence. Wiseman and Rush (2016) in-
troduce a beam search training scheme to avoid biases associated with local training
and unifies the training loss with the test-time usage.

In summary, as these evaluation metrics oriented training criteria are capable of
minimizing the discrepancy between training and evaluation, they have proven to be
very effective in practical NMT systems (Wu et al., 2016).

6.4.5 Incorporating Prior Knowledge

Another important topic in neural machine translation is how to integrate prior
knowledge into neural networks. As a data-driven approach, NMT acquires all trans-
lation knowledge from parallel corpora. It is difficult to integrate prior knowledge
into neural networks due to the difference in representations. Neural networks use
continuous real-valued vectors to represent all language structures involved in the
translation process. While these vector representations prove to be capable of cap-
turing translation regularities implicitly (Sutskever et al., 2014), it is hard to interpret
each hidden state in neural networks from a linguistic perspective. In contrast, prior
knowledge in machine translation is usually represented in discrete symbolic forms
such as dictionaries and rules (Nirenburg, 1989) that explicitly encode translation
regularities. It is challenging to transform prior knowledge represented in discrete
forms to continuous representations required by neural networks.

Therefore, a number of authors have endeavored to integrate prior knowledge
into NMT in recent years. The following prior knowledge sources have exploited to
improve NMT:

1. Bilingual dictionary: a set of source and target word pairs that are translationally
equivalent (Arthur et al., 2016);

2. Phrase table: a set of source and target phrase pairs that are translationally equiv-
alent (Tang et al., 2016);

3. The coverage constraint: each source phrase should be translated into exactly
one target phrase (Tu et al., 2016; Mi et al., 2016);

4. The agreement constraint: the attention weight on which source-to-target and
target-to-source translation models agree is reliable (Cheng et al., 2016a; Cohn
et al., 2016);
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Fig. 6.12: Position bias for neural machine translation. Translation equivalents tend
to have similar relative positions in source and target sentences. This prior knowl-
edge source can be used to guide the learning of attentional NMT models.

5. The structural biases: position bias, Markov condition, and fertility that cap-
ture the structural divergence between source and target languages (Cohn et al.,
2016);

6. Linguistic syntax: exploiting syntactic trees to guide the learning process of neu-
ral machine translation (Eriguchi et al., 2016; Li et al., 2017; Wu et al., 2017;
Chen et al., 2017a).

There two broad categories of approaches to prior knowledge integration in neu-
ral networks. The first category is to modify model architectures. For example, as
shown in Fig 6.12, the position bias is based on the observation that a word at a
given relative position in the source tends to be align to a word at a similar relative
position in the target (i.e., i/I ≈ j/J), especially for closely-related language pairs
such as English and French. In other words, aligned source and target words tend to
occur near the diagonal of the alignment matrix.

To include this bias into NMT, Cohn et al. (2016) append a bias term to the
alignment function:

a(hi,s j−1,θθθ) = v> f
(
W1hi +W2s j−1 +W3 ψ( j, i, I)︸ ︷︷ ︸

position bias

)
(6.60)

where v, W1, W2, and W3 are model parameters.
The position bias term is defined as a function of the positions in the source and

target sentences and the source length:

ψ( j, i, I) =
[

log(1+ j), log(1+ i), log(1+ I)
]>

(6.61)

Note that the target length J is excluded because its is unknown during decoding.
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Although modifying model architectures to inject prior knowledge into neural
networks has shown its effectiveness in improving NMT, it is still hard to combine
multiple overlapping, arbitrary prior knowledge sources. This is because neural net-
works usually impose strong independence assumptions between hidden states. As
a result, extending a neural model requires that the interdependence of information
sources be modeled explicitly.

This problem can be partly alleviated by appending additional additive terms
to training objectives (Cheng et al., 2016a; Cohn et al., 2016), which keeps the
NMT models unchanged. For example, Cheng et al. (2016a) introduce a new train-
ing objective to encourage source-to-target and target-to-source translation models
to agree on attention weight matrices:

J(
−→
θθθ ,
←−
θθθ ) =

S

∑
s=1

logP(y(s)|x(s);
−→
θθθ )+

S

∑
s=1

logP(x(s)|y(s);
←−
θθθ )−

λ

S

∑
s=1

∆

(
x(s),y(s),−→α (s)(

−→
θθθ ),←−α (s)(

←−
θθθ )
)

︸ ︷︷ ︸
agreement

(6.62)

where
−→
θθθ is a set of source-to-target translation model parameters,

←−
θθθ is a set of

target-to-source translation model parameters, −→α (s)(
−→
θθθ ) is the source-to-target at-

tention weight matrix for the s-th sentence pair,←−α (s)(
←−
θθθ ) is the target-to-source at-

tention weight matrix for the s-th sentence pair, and ∆(·) measures the disagreement
between two attention weight matrices.

However, the terms appended to training objectives have been restricted to a lim-
ited number of simple constraints because it is hard to manually tune the weight of
each term.

More recently, Zhang et al. (2017b) have proposed a general framework for in-
corporating arbitrary knowledge sources based on posterior regularization (Ganchev
et al., 2010). The central idea is to encode prior knowledge sources into a probability
distribution, which guides the learning process of translation models by minimizing
the KL divergence between two distributions:

J(θθθ ,γγγ) = λ1

S

∑
s=1

logP(y(s)|x(s);θθθ)−λ2

S

∑
s=1

KL
(

Q(y|x(s);γγγ)|P(y(s)|x(s);θθθ)
)
(6.63)

where prior knowledge sources are encoded in a log-linear model:

Q(y|x(s);γγγ) =
exp
(
γγγ ·φφφ(x(s),y)

)
∑y′ exp

(
γγγ ·φφφ(x(s),y′)

) (6.64)

Note that prior knowledge sources are represented as features φφφ(·) in conventional
discrete symbolic forms.
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6.4.6 Low-Resource Language Translation

Parallel corpora, which are collections of parallel texts, play a critical role in training
NMT models because they are the main source for translation knowledge acquisi-
tion. It is widely accepted that the quantity, quality, and coverage of parallel corpora
directly influence the translation quality of NMT systems.

Although NMT has delivered state-of-the-art performance for resource-rich lan-
guage pairs, the unavailability of large-scale, high-quality, and wide-coverage paral-
lel corpora still remains a major challenge for NMT, especially for low-resource lan-
guage translation. For most language pairs, parallel corpora are non-existent. Even
for the top handful of resource-rich languages, the available parallel corpora are
usually unbalanced because the major sources are restricted to government docu-
ments or news articles. Due to the large parameter space, neural models usually
learn poorly from low-count events, making NMT a poor choice for low-resource
language pairs. Zoph et al. (2016) indicate that NMT obtains much worse translation
quality than conventional statistical machine translation on low-resource languages.

To address this problem, a straightforward solution is to exploit abundant mono-
lingual data. Gulcehre et al. (2015) propose two methods, which are referred to as
shallow fusion and deep fusion, to integrate a language model into NMT. The basic
idea is to use the language model trained on large-scale monolingual data to score
the candidate words proposed by the neural translation model at each time step or
concatenating the hidden states of the language model and the decoder. Although
their approach leads to significant improvements, one possible downside is that the
network architecture has to be modified to integrate the language model.

Alternatively, Sennrich et al. (2016a) propose two approaches to exploiting
monolingual corpora that are transparent to network architectures. The first ap-
proach pairs monolingual sentences with dummy input. Then, the parameters of
encoder and attention model are fixed during training on these pseudo parallel sen-
tence pairs. The second approach first trains a neural translation model on the par-
allel corpus and then uses the learned model to translate a monolingual corpus. The
monolingual corpus and its translations constitute an additional pseudo parallel cor-
pus. Similar methods are investigated by (Zhang and Zong, 2016) to exploit the
source-side monolingual data.

Cheng et al. (2016b) introduce a semi-supervised learning approach to using
monolingual data for NMT. As shown in Fig 6.13, given a source sentence in a
monolingual corpus, Cheng et al. (2016b) use source-to-target and target-to-source
translation models to build an autoencoder that recovers the input source sentence
via a latent target sentence. More formally, the reconstruction probability is given
by

P(x′|x;
−→
θθθ ,
←−
θθθ ) = ∑

y
P(y|x;

−→
θθθ )P(x′|y;

←−
θθθ ) (6.65)

Therefore, both parallel and monolingual corpora can be used for semi-supervised
learning. Let {〈x(s),y(s)〉}S

s=1 be a parallel corpus, {x(m)}M
m=1 be a monolingual cor-
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bushi	yu	shalong	juxing	le	huitan

bushi	yu	shalong	juxing	le	huitan

Bush	held	a	talk	with	Sharon

encoder

decoder

Fig. 6.13: Autoencoders for exploiting monolingual corpora for NMT. Given a
source sentence, a source-to-target NMT model transforms it into a latent target
sentence, from which a target-to-source model is used to recover the input source
sentence.

pus of source language, and {y(n)}N
n=1 be a monolingual corpus of target language.

The new training objective is given by

J(
−→
θθθ ,
←−
θθθ ) =

S

∑
s=1

logP(y(s)|x(s);
−→
θθθ )︸ ︷︷ ︸

source-to-target likelihood

+
S

∑
s=1

logP(x(s)|y(s);
←−
θθθ )︸ ︷︷ ︸

target-to-source likelihood

+

M

∑
m=1

logP(x′|x(m);
−→
θθθ ,
←−
θθθ )︸ ︷︷ ︸

source autoencoder

+
N

∑
n=1

logP(y′|y(n);
−→
θθθ ,
←−
θθθ )︸ ︷︷ ︸

target autoencoder

(6.66)

Another interesting direction is to exploit multilingual data for NMT (Firat et al.,
2016; Johnson et al., 2016). Firat et al. (2016) present a multi-way, multilingual
model with shared attention to achieve zero-resource translation. They fine-tune the
attention part using pseudo bilingual sentences for the zero-resource language pair.
Johnson et al. (2016) develop a universal NMT model in multilingual scenarios.
They use parallel corpora of multiple languages to train one single model, which is
then able to translate a language pair without parallel corpora available.

Using a pivot language to bridge source and target languages has also been
investigated in neural machine translation (Nakayama and Nishida, 2016; Cheng
et al., 2017). The basic idea is to use source-pivot and pivot-target parallel corpora
to train source-to-pivot and pivot-to-target translation models. During decoding, a
source sentence is first translated into a pivot sentence using the source-to-pivot
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Fig. 6.14: Convolution model (a) and self-attention model (b) for neural machine
translation.

model, which is then translated to a target sentence using the pivot-to-target model.
Nakayama and Nishida (2016) achieve zero-resource machine translation by utiliz-
ing image as a pivot and training multimodal encoders to share common semantic
representation. Cheng et al. (2017) propose pivot-based NMT by simultaneously
improving source-to-pivot and pivot-to-target translation quality in order to improve
source-to-target translation quality. As pivot-based approaches face the error propa-
gation problem resulted from indirect modeling, direct modeling approaches such as
teacher-student framework (Chen et al., 2017b) and maximum expected likelihood
estimation (Zheng et al., 2017) have been proposed recently.

6.4.7 Network Structures in Neural Machine Translation

Recurrent models, such as LSMT and GRU, dominate the network structure design
for encoder and decoder in neural machine translation. Recently, convolution net-
works (Gehring et al., 2017) and self-attention networks (Vaswani et al., 2017) are
fully investigated and promising improvements are achieved.

Gehring et al. (2017) argue that parallel computation is inefficient in sequence
modeling using the recurrent network since it needs to maintain a hidden state of
the entire history. In contrast, convolution networks learn representations for fixed
length context and do not depend on the computations of all the history information.
Thus, each element in the sequence can be calculated in parallel for both encoding
and decoding (during training). Furthermore, the convolution layers can be deeply
stacked to capture the long-distance dependency relationship. Fig. 6.14(a) illustrates
the translation process of the convolutional sequence to sequence model. Kernel size
of the convolution is set k = 3. For encoder, multiple convolution and non-linearity
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layers (only one is displayed in Fig. 6.14(a) for simplicity) are adopted to create the
hidden state of each input position. When decoder tries to generate the fourth target
word y4, multiple convolution and non-linearity layers are employed to obtain the
hidden representation of previous k words. Then, standard attention is applied to
predict y4.

Recurrent networks require O(n) operations to model the dependency between
the 1st and n-th word, while convolution models need O(logk(n)) stacked convo-
lution operations. Without using any recurrence and convolution, Vaswani et al.
(2017) propose to directly model the relationship between any word pair with a
self-attention mechanism, as shown in Fig. 6.14(b). To learn the hidden state of
each input position (e.g. second word) in encoder, self-attention model and feed-
forward network calculate the relevance between the second word and other words
and obtain a hidden state. We can stack multiple self-attention and feed-forward
layers to yield the highly abstract representation of the second position. To decode
y4, another self-attention model is employed to capture the dependency between the
current target position and any previous ones. Then, we use conventional attention
mechanism to model the relationship between source and target words, and predict
the next target word y4. Due to the highly parallelizable network structure and direct
connection between any two positions, this translation model significantly speeds up
training process and remarkably improves the translation performance. However,
decoding is not efficient when translating unseen sentences since parallelism cannot
be used in the target side.

Currently, there is no consensus on which network structure is best for neural
machine translation. Network structure design will still be a hot research topic in
the future.

6.4.8 Combination of SMT and NMT

Although NMT is superior to SMT in translation quality (especially in translation
fluency), NMT sometimes lacks reliability in translation adequacy and generates
translations having different meanings with the source sentences, particularly when
rare words occur in the input. In comparison, SMT can usually produce adequate
but influent translations. It is therefore a promising direction to combine the merits
of both NMT and SMT.

Recent two years witnessed the great efforts to take both advantages of NMT
and SMT (He et al., 2016; Niehues et al., 2016; Wang et al., 2017; Zhou et al.,
2017). He et al. (2016) and Wang et al. (2017) attempt to enhance the NMT system
with SMT features or SMT translation recommendations. For example, Wang et al.
(2017) utilize SMT to generate a recommendation vocabulary Vsmt by using the
partial translation of NMT as prefix. Then, the following formula is employed to
predict the next target word:
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Fig. 6.15: Neural system combination framework for machine translation, in which
multiple SMT and NMT systems can be combined using a hierarchical attention
model to generate better translations.

P(yt |y<t ,x) = (1−αt)Pnmt(yt |y<t ,x)+αtPsmt(yt |y<t ,x) (6.67)

In which Psmt(yt |y<t ,x) = 0 if yt /∈Vsmt .
Niehues et al. (2016) adopt an SMT system to pre-translate the input into the

target language sentence. Then, a neural machine translation system is developed
to take as input the pre-translation or the combination of pre-translation and source
sentence.

Zhou et al. (2017) argue that this kind of methods can make use of only one
SMT system. Accordingly, they propose a neural system combination method that
can take advantages of multiple SMT and NMT systems. As illustrated in Fig. 6.15,
the outputs of SMT and NMT systems serve as the input to the neural system combi-
nation framework. Then, the hierarchical attention mechanism is designed to deter-
mine which part of which system should be paid more attention to when predicting
the next target word. Due to efficient combination, this method leads to promising
gains in translation quality. However, translation n-best list cannot be used in this
framework and we believe that there is much room to explore in the direction of
system combination.

6.5 Summary

In this chapter, we have introduced how deep learning is used to improve machine
translation. As traditional statistical machine translation faces the data sparsity and
feature engineering problems, early efforts have focused on using deep learning
to improve key components of linear translation models such as rule translation
probabilities (Gao et al., 2014), reordering models (Li et al., 2013), and language
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models (Vaswani et al., 2013). Since 2014, end-to-end neural machine translation
(Sutskever et al., 2014; Bahdanau et al., 2015) that aims to directly map between
natural languages using neural networks has become increasingly popular in the MT
community. NMT has made remarkable progress in the last two years and quickly
replaced SMT to be the new de facto technology of commercial translation systems.

Although deep learning has proven to revolutionize machine translation, there
are still a number of key limitations of current NMT methods. First, it is hard to in-
terpret the internal workings of neural networks and design linguistically motivated
neural translation models. While recent work on using layer-wise relevance propa-
gation to quantify the connection between two arbitrary neurons in a network (Ding
et al., 2017), it is still hard to associate hidden states in neural networks with inter-
pretable language structures. As a result, it is also challenging to incorporate prior
knowledge using symbolic representations into neural networks using continuous
representations.

Another major challenge is data scarcity. NMT is a data-hungry approach while
there is only limited or even no parallel data available for most language pairs in
the world. How to make a better use of limited labeled data and abundant unlabeled
data continues to be a hot topic in the future. The universal NMT model proposed
by Johnson et al. (2016) is an interesting direction for addressing the data scarcity
problem. Although their experiments show promising results for the many-to-one
direction (i.e., multiple source languages and a single target language), there are no
consistent and significant improvements for one-to-many and many-to-many direc-
tions. It is still unclear how to represent and exploit the common knowledge of all
natural languages in NMT from a linguistic point of view.

Finally, most existing NMT systems are still restricted to dealing with textual
data. Fortunately, the use of continuous representations makes it possible to combine
text, speech, and vision information to develop multi-modal NMT models. Duong
et al. (2016) propose to develop speech translation systems without transcription.
This can be done by enabling the NMT model to take the continuous represen-
tations of source-language speech as input. However, they fail to report significant
improvement in terms of translation quality. Calixto et al. (2017) introduce a doubly-
attentive decoder to incorporate both text and image to improve NMT. However, the
training data for their system only contains 30K images and 5 descriptions for each
image. Therefore, building large-scale multi-modal parallel corpora and designing
new multi-modal neural translation models is also an interesting future direction to
explore.
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